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Finding symmetries of string vacua?

1) with the help of human power 2) with the help of computers

UV Shadows in EFTs: Accidental Symmetries, 
Robustness and No-Scale Supergravity

CP Burgess et al, 2006.xxxxx

Finding Symmetries with Neural Networks
(SK, M Syvaeri 2003.13679)
Confronting Dualities and Machine Learning
(P Betzler, SK 2002.05169)
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Symmetries using Human Power
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Symmetries
Road to trustworthy EFTs from strings

• Problem: Trustworthy EFTs from strings (for dS vacua, inflation, …) & pattern of string vacua? 
Many candidates (KKLT, LVS), many conjectures about them.


• This issue is not new in physics. It has appeared before and we know how to deal with it.

1. Calculate processes in UV [lattice QCD, directly in 10D].

2. Identify the symmetries and write down EFTs consistent with it. Use (approximate) symmetries 

as organising principles of our EFTs [chiral perturbation theory].

• Main message from chiral effective field theory: even approximate symmetries can be used to 

organise the EFT. 
(recall: quark masses from the start break  from Gell-Mann, pions are the Goldstone modes of 
this symmetry and organise the EFT below ).


• Can we use the approximate symmetries of strings to organise our EFT and make generic predictions 
based on these symmetries?

SU(3)V
!QCD

EFTs from Strings

EFTs
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Symmetries
Approximate symmetries in strings

• 10D: scaling symmetries of supergravity Lagrangian (e.g. heterotic, type IIB) 
Witten (1985); Burgess, Font, Quevedo (1986); Nilles (1986) 
 

                         

 
                                Scaling 1:      
 

                            Scaling 2:  


• 4D: no-scale supergravity from scale invariance of Kähler potential 
Cremmer, Ferrara, Kounnas, Nanopoulos, Barbieri, Stelle, Chang, Ouvry, Wu, Ellis, Lahanas, Tamvakis (80s) 
 

                     for            


• These are not exact symmetries (e.g. broken by -corrections BBHL). Given the 
success of chiral perturbation theory, let’s see what we can do with them…
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!2 g̃MN(R̃MN + $M" $N") + e#"/2

!3/2 F̃2 + e#"

!
H̃2]

g̃MN % # g̃MN, e#"/2 % # e#"/2, " % #4"
FMN % $FMN, HMNP % $2HMNP, e"/2 % $2e"/2, " % $"

e#K/3 % #e#K/3 T % #T & KiKi%K% = 3

(&' )3

5



Learning about symmetries is important
The power of scaling symmetries — Phenomenology

• Scaling symmetries and the absence of dS/AdS minima. E.g. scaling symmetry of potential (e.g. 
): 

 
                                       


• Extended no-scale structure (e.g. additional protection of potential or soft scalar masses [SUSY]):                                                    
e.g. Blumenhagen, Conlon, SK, Moster, Quevedo 2009  
 
                     
               ,        


• Mass hierarchies for our “pions”, the breathing mode and the dilaton (type IIB):  
                                               

V (#w"") = #wVV (")
w" " V' (") = wV V(")

K = # 3 log (T + T̄) % K = # 3 log (T + T̄ # k(", "̄))
K ( Z""̄ Z = eK/3 % m2

" = 0

mT ) mS * m3/2 ) mKK
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Versions of No-scale

A Generalised No-Scale

• 0 = det (!A!B̄e"#/3)

• 

• ,  

0 = det (!A!B̄e"#/3)
!TW = 0 K(T, T̄) = K(T + T̄)

B Axionic No-Scale

A completely contains B: 
e.g.   e"#/3 = [F(X, X̄) " YȲ] W(Y ) "2/3 $ B

B completely contains C: 
 

          e.g.  
      C

K (T + T̄, G + Ḡ, S, S̄)
= K̃ (T + T̄ + %(G + Ḡ, S, S̄))+ &K (S, S̄) $

C Standard No-Scale

• KAB̄KAKB̄ = 3
C completely contains D: 
 

 e.g. DK = " 3 ln (T + T̄ " '(Z, Z̄)) $

• K (!w(T + T̄)) = K(T + T̄) " 3w ln (!)
D Scaling No-Scale

1
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When do these approximate symmetries matter?
Suppression beyond small breaking parameter 

• If the leading correction still satisfies , scalar potential’s flat direction 
not lifted.


• This happens when the loop counting parameter is itself a scaling field (here 1-loop term 
does not depend on  which keeps no-scale property):  
                                (valid for large )


• This suppression mechanism can be seen in string EFTs.


• Via the breaking of these symmetries, our pions (breathing mode and dilaton) get massive. 
Which mass depends on the spurion fields which give them a mass. An example of a 
spurion in this context is  which all appear in invariant combinations ( )

0 = det ($A$B̄e#+/3)

'
e#K/3 = A0 ' + A1 + A2

'
+ , '

W0 !W0 !2 /(g1/2
s -2/3)
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Connection No-scale & Scaling symmetries
From 10D to 4D properties of Kähler potential

• Two derivative-level action:  
 
                        


• Scaling after dimensional reduction from 10D:  
 

                                                                                                                                     , , , , 


• Scaling of the superpotential fixes scaling of chiral compensator and subsequently scaling of .

• This implies the dependence of  on . For  and :  

 

                                       


• To get this scaling no-scale, the scaling of T and W have to be related: 

"
#g

= # 3! d4( ..†e#K/3 + ! d2( (.3W + fabWaWb)+c.c.

" % #2" g)* % #2g)* T % #wTT ( % #1/2( W % #wW
e#K/3

K T w = 2 wT = 1
K(#(T + T̄)) = K(#(T + T̄)) # 3 log #

wT = 2
3 (1 + w)
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Symmetries in 10D
Example: Type IIB with localised sources

• Two scaling symmetries of bulk (and additional axionic shift symmetries) 
 
10D: , , , , , ,     
                                   
 4D: , , , , , 


• Organising corrections (  and ) via scaling: 
            


• Scaling of DBI different to bulk but contained in the above classification (tree-level 
corresponds to , 


• Corrections can be matched to all explicitly calculated corrections in the literature.

• Matter fields’ appearance fixed from shift-symmetries connecting axion fields and 

gauge potentials.
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Conclusions: Part 1

EFTs from Strings

EFTs

10D: approximate symmetries
scaling symmetries 
(e.g. subgroup of SL(2,R))

rich no-scale structure  
with phenomenological 
consequences

Breaking via spurion fields

• very much analogous to chiral 
perturbation theory:

• EFT consequences of duality 

symmetries

• Spurions (flux superpotential, non-

Abelian couplings) appear in invariant 
combinations which can be 
parametrically small 
              


• matched with analogue of first-principle 
calculations (~lattice)


• Future: work out more consequences of 
approximate symmetries (constraining 
coefficients in our expansion), missed 
phenomenological models?

!W0 !2 /(g1/2
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Symmetries using Computers
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The problem

• Can we use neural networks to detect symmetries in data?

• Given a function f(x). What are the symmetries leaving this function invariant?  

• Which known symmetries can we re-discover?

1. Potential function (continuous symmetries)

2. Classification of Complete Intersection 
   Calabi-Yau manifolds (discrete symmetries)


3. Symmetries in high-dimensional data

Finding Symmetries with Neural Networks
(SK, M Syvaeri 2003.13679) 13



The problem

• Symmetries give organising principles (first part of the talk) for EFTs.


• Efficient neural network architectures due to built in symmetries (e.g. translation in 
convolutional neural networks). Unclear how to identify them automatically without 
domain knowledge.


• Here: Want to find them without domain knowledge, e.g. about chiral perturbation 
theory.


• Application for string vacua: “Periodic table of Calabi-Yau manifolds” 
(  finding which string vacua are special/connected)


• Application: sampling vacua with distinct properties (connection with stability of 
simulations of dynamical systems)

%
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How can we use neural networks to detect symmetries?
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The inspiration
Meaningful embedding in second to last network layer

• Embeddings deep in neural networks become 
meaningful (grouping data sharing the same 
properties):


• Word2Vec (England - London = Paris - France) 
(1301.3781)


• Applications in Atom2Vec  Periodic Table

• Classifying scents of molecules (GNN)

• Can we apply this to detect symmetries in 

Physics?

%

Paris
London

Deep Layer

France
England

1807.05617

1910.1068516



Finding symmetries with Neural Networks
Solution

1. Step 1: Find invariances 

• Set up classification problem (e.g. value of potential, Hodge numbers)


• Analyse position in embedding layer (directly or via dimensional reduction)


2. Step 2: Which symmetry is generating them? 

• Analyse nearest neighbours in the pointcloud (dim. reduction if necessary)  
                           


• Appropriate regression problem to constrain all components of generators.

p' = p + ,aTap
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Examples Step1: Finding Invariances
Scalar potential and superpotential

• Standard Higgs potential:  
      


• Classification problem: 
Input:  (x,y) Output: 


• Sample points for these classes

V(x, y) = V(r2 = x2 + y2) = r4 # ar2

Vk = [ k
5 # 10#3, k

5 + 10#3]
same class
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Examples Step1: Finding Invariances
Scalar potential and superpotential

x

y

•

•

•

•

…
V#5

V#4

V#3

V5

= [ #5
5 # 10#3, #5

5 + 10#3]

= [ #4
5 # 10#4, #5

5 + 10#3]

= [ 5
5 # 10#3, 5

5 + 10#3]

= [ #3
5 # 10#3, #3

5 + 10#3]

…

= max (0, x W + b)

•

•

•

•

…

Second-last layer
=

„Embedding Layer“

…

…

• Neural Network: 
     
 
 
 
 
 
 
 
 

• Trains easily to accuracy > 95%.

• Visualise embedding layer representation (80-dim.) via 

dimensional reduction (here TSNE)
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Classifying CICYs

• Hypersurfaces in weighted projective spaces. Classified in d=3 and d=4.  
                                               Candelas, Dale, Lutken, Schimmrigk; Gray, Haupt, Lukas


• Data: Integer matrices with symmetries (discrete symmetries) 
New representation as graphs (invariant under permutations)  
 
 
 
 

• Input: different types of nodes & eigenvalues of adjacency matrix

• Classification problem: classify  and  correctlyh1,1 h1,2

p1 p24n
example of symmetries 1

4

1 2

1

W1

W1

W1W1

W2

W2
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CICY
Experiment

• Samples in 3D by applying identities on classified 
data (686,464 data points)


• Standard feed-forward network for classification

• Examination of embedding layer (too many classes 

for visualisation) via nearest neighbours

• Network can distinguish between CYs. 

Secretly learned Wall’s theorem?
Type Dimension Activation Initializer Regularization
Input 315
Dense 315 ReLU glorot uniform

Dense 315 ReLU glorot uniform l2(10�5)
BatchNormalization
Dense 100 ReLU glorot uniform

Dense 100 glorot uniform l2(10�3)
Output 1: Dense 102 softmax
Output 2: Dense 20 softmax

Table 1: Neural network architecture for Hodge number classification. The embedding layer is
the layer before the output layers. We use categorical crossentropy as the loss on both output
layers.

number of representatives in our training dataset. For evaluation of the classification we only

use unique input vectors.

The network we use is a simple multilayer-perceptron with ReLu-activation functions and two

softmax-classifications as the final layer, details can be found in Table 1. Again we stop training

when the network achieves above 95 percent accuracy in both classifications. For the analysis

of the results, we only use the correctly classified data-points.

Analysis of the results

As we face a situation with too many classes we utilise a di↵erent method to analyse the nearest

neighbours in the embedding layer. For a given input configuration, we look at distances of its

nearest neighbours in the embedding layer. We identify a su�cient threshold and compare the

class labels of the points closer than the threshold.5

As a first step, we pick one data point in the embedding space and find the 250 nearest neigh-

bours with respect to their Euclidean distance. A plot of these lines are the blue curves in

Figure 4. Two generic features are several plateaus in the distance curve and several big jumps

between two points which are shown in yellow in Figure 4. We are interested in the biggest

jump, and we use this as our threshold to distinguish manifolds. The red line in Figure 4 is the

location of the threshold. The prediction is that points closer than the point at the threshold all

belong to one class. We require that we are looking at least at one neighbour. This prediction

is quite successful given the fact that the network is just trained with the Hodge numbers, and

has no training on the CICY labels. Figure 5 summarises the performance of our method with

respect to the CICY labels and we find that for the vast majority of data points the neighbours

are correctly classified (for 86.6% of CICY labels we find an accuracy above 95%). Outliers

arise for CICYs with one or two existing representatives which is expected from this method.

Focusing on the Hodge pair with h1,1 = 10 and h1,2 = 20, there are 292 distinct CICYs. Again

(cf. Figure 5 right panel), we find that the majority of the CICYs are correctly classified with

our method – noting only a small drop to 80.6% compared to the performance on the entire

5
There is no obstruction to apply this procedure also in the previous situations.

10
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5
There is no obstruction to apply this procedure also in the previous situations.

10

Data points 
in same class
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5
There is no obstruction to apply this procedure also in the previous situations.
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Data points 
in same class

Entire dataset
• 86,8 % have an accuracy 

above 95%
• Outliers arise from CICYs with 

only one representative

292 distinct CICYs with 
 and 

• 80,6% have an accuracy 
above 95%

h1,1 = 10 h1,2 = 20
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Finding Generators
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Finding Generators

• Finding generators in noisy point cloud :

1. Dimensionally reduce and center data

2. Pick hyperplane spanned by two random points . This is the 

hyperplane the generator is acting on.

3. Filter points in this hyperplane ( -neighbourhood)

4. Filter points close to each other

5. Use these points to constrain the generator T via: 

     
Additional constraints are given by requirement that T acts in 
hyperplane.


6. Linear regression

7. Repeat (2-6) [all directions]. Apply PCA on the generators found.


• Algorithm is able to find generator (error depending on quality of data)

• Clear evidence for only one generator here for SO(2)

P

5 P

,

p' # p = -H(p, p' )/ !p ! (p' # p)Tp

1

1

G =

∑
°0.13 °1.15
0.81 °0.03

∏

1

1

G =

∑
0.00 °1.00
1.00 0.01

∏

1

1

G =

∑
°0.07 1.01
°0.98 °0.08

∏
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Finding Generators
Further Examples

• Successfully applied for SO(n) groups and subgroups

• Slight modification for subgroups (multiple pointclouds).

24



High dimensional input data
Rotated MNIST

• Generalisation to images


• Clear identification of dominant generator  
 
  
 
 
 
 

G =
#0.06 #0.00 #0.07
0.01 #0.01 1.00
0.08 #0.99 0.04
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Figure 13: Example plot of an activation matrix (12) for the case N = 100. The columns have been
reordered according to the indices of their respective largest entries. The number of non-vanishing
values in a given row matches with the dimension of the subspace of the 2N -dimensional latent space
into which the representation of signals with a corresponding non-vanishing frequency pi is nontrivially
embedded (cf. Figure 14).

the “simple network” setting described in the previous subsection.
The weights of the linear layer used for energy regression were initially pretrained on the proper dual

representation and fixed when training the constrained autoencoder. We did, however, not notice any
significant di↵erence in performance when using randomly initialized trainable weights and therefore
performed our large-scale tests using the latter strategy. A particular advantage of this is that the
concept can be generalized to larger latent dimensions, thereby mitigating underfitting problems which
commonly occur at higher-order interactions.

The encoding and decoding components each consisted of one hidden layer with 128 neurons and
ReLu activation. Training was again performed with standard Nesterov Adam optimizer and learning
rate decay.

We tested the performance in classifying (meta-)stable states using the same setting as before, with
the duality transformation (7) replaced by the intermediate output of the constrained autoencoder.
To achieve reasonable performance, the latter was trained on 80% of the full dataset of 218 states.
In order to prevent information of the metastability test set from leaking into the training set of the
autoencoder, the same train-test split was employed for the metastability classification. The mean
best test set accuracies after 10 runs for latent dimension 18 and 50 can be found in Table 3. We
observed the following behaviour: SK: discuss and adapt below discussion PB: Added
four tables and new paragraphs.

• At medium-degree interactions such as n = 8, the autoencoder often runs into underfitting
problems, and the overall improvement of classification accuracy is only marginally higher than
what can be achieved by purely energetic arguments. SK: but significantly higher than just
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Dualities
Motivation

• Dualities are a prime tool in physics to determine correlators at high accuracy 
(e.g. for strongly coupled systems, beating lattice techniques AdS/QCD)


• Essence of strong/weak dualities, two perturbative expansions of 
Hamiltonian: 
      


• With duality we can access a different region where classical solutions of  
dominate 


• How can we make use of these different representations?

H = H0(") + gH1(") = H' 0("' ) + g' H1("' ) g * 1/g' 

"' 

(g' 26 = 6/g2 ) 1)
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Dual Representation
Useful for classification

• Data representation matters whether classification is 
possible


• Self-duality in 2D Ising model: classifying the temperature 
of a low-temperature configuration in the dual 
representation works better

28

High temperature

Low temperature

(a) Original temperatures.

(b) Dual temperatures.

Figure 9: Energy distributions of the sqare-lattice Ising model for T = 1.25, 1.5
and their respective dual temperatures. The energies of the original representation
concentrate on a very small region and show a significant overlap.
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(b) Dual temperatures.

Figure 9: Energy distributions of the sqare-lattice Ising model for T = 1.25, 1.5
and their respective dual temperatures. The energies of the original representation
concentrate on a very small region and show a significant overlap.
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Original variables

Dual variables

(a) Test accuracy of neural networks.

(b) Overlap in energy distribution.

Figure 7: Classification of states according to their temperature in the square-
lattice Ising model. Solid lines and dots indicate data for the original temperatures,
dashed lines and crosses for the dual temperatures. Pairs of temperatures T0, T =
T0 +�T were chosen by fixing a reference point T0 and gradually increasing �T by
increments of 0.05.

14

(a) Test accuracy of neural networks.

(b) Overlap in energy distribution.

Figure 7: Classification of states according to their temperature in the square-
lattice Ising model. Solid lines and dots indicate data for the original temperatures,
dashed lines and crosses for the dual temperatures. Pairs of temperatures T0, T =
T0 +�T were chosen by fixing a reference point T0 and gradually increasing �T by
increments of 0.05.
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Dual Representations
Fourier transformation

• How can we make use of them? How can we find such 
good representations automatically?


• Simplest example: Fourier transformation

• Such beneficial representations are not generically 

adapted, i.e. your standard optimisation of neural 
networks does not find them.


• Can we enforce this dual representation dynamically? 
Develop techniques based on known physics dualities


• DFT: Feature separation (similar to triplet loss) 
       ,  largest square values of outputs


• Improved performance of 0.8802 (previously ~0.5).
" = max(0,& # $2

1 # $2
2) $2

i
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DF Random 
starting pointlarge activations, with the remaining entries being close to zero. Visualizing the corresponding latent

dimensions, one finds that this behaviour reflects precisely the way in which the Fourier-transform is
embedded into the latent space. This is exemplified for various cases in Figure 14.

Figure 11: Output of the feature-separation network for pure noise and noisy signal.

Figure 12: Comparison of representations learned via feature separation and embedding into true
Fourier domain. The above plots show examples of learned representations and Fourier transforms of
single-frequency signals at di↵erent frequencies without noise. Signals with nonvanishing component in
the respective frequency arrange in similar shapes, while the rest accumulates close to or at the origin.

3.2 Autoencoder with Latent Loss

We now turn to the second example of adapting an appropriate latent dimension dynamically which is
based on the 1D Ising setup already described in Section 2.3.
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Figure 13: Example plot of an activation matrix (12) for the case N = 100. The columns have been
reordered according to the indices of their respective largest entries. The number of non-vanishing
values in a given row matches with the dimension of the subspace of the 2N -dimensional latent space
into which the representation of signals with a corresponding non-vanishing frequency pi is nontrivially
embedded (cf. Figure 14).

3.2.1 Motivation and Architecture

We have seen that by exchanging the roles of individual spins and their interaction terms, the task of
detecting (meta-)stable states becomes more accessible due to the relevant information being easier to
extract from a lower number of spins in the dual frame. To find such a suitable representation, we here
employ the following strategy: We use the fact that a simple task can be performed very e�ciently in
the dual representation. In this case this is the (trivial) task of energy classification.

By itself, this is not su�cient and we need to ensure that no information is lost in the latent
representation. A viable method to achieve this goal is to use a autoencoder-like architecture whose
bottleneck has (at least) the same dimension as the original input and is required to represent the
data in a way that the total energy can be extracted by a simple linear model. This way, the model
is guaranteed to learn a representation which encodes the energetic properties of a state in a manner
similar to the dual frame (cf. Equation (7)), while at the same time the presence of an additional
reconstruction loss forces the mapping to be bijective.

In practice, this can be implemented by training a neural network to map an input state s1, . . . , sN
to an intermediate output of (at least) the same dimension, which in turn serves as input for a linear
model extracting the total energy of the input state and another network reconstructing the initial
input configuration. Figure 15 illustrates this architecture schematically.

17

Responses: Mij = 7 ! fj(x) !2 8 !pi90



Dual Representations
Fourier transformation

• How can we make use of them? How can we find such 
good representations automatically?


• Simplest example: Fourier transformation

• Such beneficial representations are not generically 

adapted, i.e. your standard optimisation of neural 
networks does not find them.


• Can we enforce this dual representation dynamically? 
Develop techniques based on known physics dualities


• DFT: Feature separation (similar to triplet loss) 
       ,  largest square values of outputs


• Improved performance of 0.8802 (previously ~0.5).
" = max(0,& # $2

1 # $2
2) $2

i

29

large activations, with the remaining entries being close to zero. Visualizing the corresponding latent
dimensions, one finds that this behaviour reflects precisely the way in which the Fourier-transform is
embedded into the latent space. This is exemplified for various cases in Figure 14.

Figure 11: Output of the feature-separation network for pure noise and noisy signal.

Figure 12: Comparison of representations learned via feature separation and embedding into true
Fourier domain. The above plots show examples of learned representations and Fourier transforms of
single-frequency signals at di↵erent frequencies without noise. Signals with nonvanishing component in
the respective frequency arrange in similar shapes, while the rest accumulates close to or at the origin.

3.2 Autoencoder with Latent Loss

We now turn to the second example of adapting an appropriate latent dimension dynamically which is
based on the 1D Ising setup already described in Section 2.3.
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3.2.1 Motivation and Architecture

We have seen that by exchanging the roles of individual spins and their interaction terms, the task of
detecting (meta-)stable states becomes more accessible due to the relevant information being easier to
extract from a lower number of spins in the dual frame. To find such a suitable representation, we here
employ the following strategy: We use the fact that a simple task can be performed very e�ciently in
the dual representation. In this case this is the (trivial) task of energy classification.

By itself, this is not su�cient and we need to ensure that no information is lost in the latent
representation. A viable method to achieve this goal is to use a autoencoder-like architecture whose
bottleneck has (at least) the same dimension as the original input and is required to represent the
data in a way that the total energy can be extracted by a simple linear model. This way, the model
is guaranteed to learn a representation which encodes the energetic properties of a state in a manner
similar to the dual frame (cf. Equation (7)), while at the same time the presence of an additional
reconstruction loss forces the mapping to be bijective.

In practice, this can be implemented by training a neural network to map an input state s1, . . . , sN
to an intermediate output of (at least) the same dimension, which in turn serves as input for a linear
model extracting the total energy of the input state and another network reconstructing the initial
input configuration. Figure 15 illustrates this architecture schematically.
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Figure 14: Interpretation of the activation matrix illustrated in Figure 13. The plotted latent dimen-
sions correspond to the three largest entries of a given row. (Top) Two non-vanishing entries in one
row. The Fourier transform is completely embedded into two latent dimensions. (Bottom) Three
non-vanishing entries in one row. The Fourier transform is nontrivially embedded into three latent
dimensions.

3.2.2 Results and Discussion

We tested the performance in classifying (meta-)stable states using the same setting as before, with
the duality transformation (7) replaced by the intermediate output of a constrained autoencoder with
latent dimension 18 and 50. Details on the experimental conditions are provided in Appendix B; results
are shown in Table 3.

3.2.3 Results

One again observes a siginificant improvement compared to the original representation, albeit not as
drastic as in the actual dual representation. Autoencoders with latent dimension 18 often su↵ered from
underfitting problems, and further benefits were possible when increasing the latent dimension to 50.
Networks trained on the learned representation mostly outperformed accuracies reachable by purely
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Dual representations
Ising 1D

• 1D Ising model with multiple spin interactions:  
 normal:     (here: )  dual:       where 


• Hard task: metastable configuration

• Enforce good representation with latent loss:  

1) train auto-encoder with accessible task in latent loss  
2) use learned latent representation to do harder task


• Benefits: Performance improvement and cheaper to train (no metastable 
states needed)


• Intermediate variables close to dual variables

H(s) = # J
N#n+1

!
k=1

n#1

"
l=0

sk+l # B
N

!
k=1

sk B = 0 H(-) = # J
N#n+1

!
k=1

-k -k =
n#1

"
l=0

sk+l
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+ +

+ + N = 10
n = 3

Ghost spins (fixed value)

Original Learned 
rep. 

Linear 
Layer 

Hidden 
Layers 

Energy

Original

Autoencoder

Linear Regression

Hidden 
Layers 

Figure 15: Schematic illustration of a task-constrained autoencoder used to learn suitable representa-
tions for di�cult tasks. The intermediate output takes the role of the “dual” representation.

lat (18) n=4 n=5 n=8 n=9 n=12

6 · 102 0.9880 0.9540 0.9180 0.9072 0.9228

3 · 103 - 0.9677 0.9527 0.9353 0.9476

9.5 · 103 - - 0.9607 0.9500 0.9597

lat (50) n=4 n=5 n=8 n=9 n=12

6 · 102 0.9887 0.9526 0.9300 0.9304 0.9500

3 · 103 - 0.9718 0.9787 0.9637 0.9829

9.5 · 103 - - 0.9910 0.9885 0.9968

Table 3: Detection of (meta-)stable states in the 1D Ising chain for di↵erent interactions and amounts
of training data. The listed numbers describe the average best test accuracy over 10 training runs of
500 epochs each when trained on the intermediate output of a constrained autoencoder with latent
dimension 18 (Left) and 50 (Right). Missing values indicate that the number of required samples
exceeds the total number of metastable states for the considered setting.

energetic cuto↵s in particular at latent dimension 50, but showed a slight tendency to overestimate the
(anti-)correlation between energy and metastability. While part of the improvement might therefore be
attributed to the close relation between overall energy and (meta-)stability, the learned representation
still allows to solve the classification task as compared to training on the original representation directly,
and the networks do not resort completely to superficial energetic arguments.

Further Applications

Let us conclude this discussion by stressing that the above architecture does not necessarily serve
as a viable a method to improve data e�ciency. In our considered setting, we indeed found that
benefits in performance are only possible when the constrained autoencoder is trained on relatively
large datasets. While this obviously nullifies the improvement in data e�ciency of analytical dualities,
it can nevertheless facilitate the process of training due to the possibility to replace large datasets of
metastable states (which might not even exist for some settings) by corresponding pairs of random
states and their energy.

On a more general level, this approach can be beneficial to realize transfer learning when training
data is limited or expensive to generate for one task but very simple to acquire for the a related one.
Finding such might again require domain knowledge or heuristcal arguments, but it nevertheless opens
up a wide range of new possibilities going beyond known analytical dualities.
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non-local components. The matrix Mij for one such example is presented in figure
17.
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Figure 17: Plots of the sensitivity matrix (4.8) for the actual duality transformation
(left) and a learned representation of a constrained autoencoder (right) for N = 10
and n = 2. Both matrices show characteristic nearest neighbor interactions; the
latter contains additional nonlocal components.

Let us also remark that, while it is generally di�cult to find networks which re-
produce the sensitivity picture of the actual duality transformation exactly, many
of them show several of its key features. For the considered case, these commonly
include components fi depending strongly on neighboring pairs of spins and a dis-
tinguished value fN which is highly sensitive to one particular spin. This basically
represents the way the duality transformations (4.6) encode the information of
the original system in that there exist N � 1 terms �i, i = 1, . . . N � 1 describ-
ing the nearest-neighbor interactions and one value �N which does not interact
with the external field and stores the overall sign of the system. Here, the choice
to set �N = sN is somewhat arbitrary (an equivalent example would be to de-
fine �1 = s1, �k = sk�1sk 8k � 2), implying that there exists a whole class of
structurally similar transformations which can be learned by the autoencoders.

5 Conclusions and Outlook

[Placeholder]
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Dual Representations
Perspective

• We start to see how we can get dual variables without knowing them.  
New avenue for finding dualities in Physics.


• Dual variables lead to networks with improved performance (currently open 
where this will have the largest application in daily tasks)


• Large test arsenal of dualities in physics from CM, holography, field theory 
(Seiberg dualities) and string theory


• The way to think about dualities here is to think about them as “optimal” 
representations of your system. They can emerge from demanding good 
performance when trying to calculate correlators.
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Conclusions: Part 2

• We can use neural networks to detect symmetries with only 
limited domain knowledge


• Embedding layer reveals these symmetries.

• Identification of symmetries with a general algorithm for point-

clouds

• Dualities are different data representations which can simplify 

calculations of correlation functions.

• One ML application is in improved performance on classification 

tasks.

• Due to this improved performance we have a handle to search 

for such representations with neural networks.

• In simple examples we re-find dual representations.
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non-local components. The matrix Mij for one such example is presented in figure
17.
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latter contains additional nonlocal components.

Let us also remark that, while it is generally di�cult to find networks which re-
produce the sensitivity picture of the actual duality transformation exactly, many
of them show several of its key features. For the considered case, these commonly
include components fi depending strongly on neighboring pairs of spins and a dis-
tinguished value fN which is highly sensitive to one particular spin. This basically
represents the way the duality transformations (4.6) encode the information of
the original system in that there exist N � 1 terms �i, i = 1, . . . N � 1 describ-
ing the nearest-neighbor interactions and one value �N which does not interact
with the external field and stores the overall sign of the system. Here, the choice
to set �N = sN is somewhat arbitrary (an equivalent example would be to de-
fine �1 = s1, �k = sk�1sk 8k � 2), implying that there exists a whole class of
structurally similar transformations which can be learned by the autoencoders.

5 Conclusions and Outlook
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Thank you!

33


