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Effects of the Advisor and Environment on Requesting
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Given the rapid technological advances in our society and the increase in artificial and automated advisors
with whom we interact on a daily basis, it is becoming increasingly necessary to understand how users in-
teract with and why they choose to request and follow advice from these types of advisors. More specifically,
it is necessary to understand errors in advice utilization. In the present study, we propose a methodological
framework for studying interactions between users and automated or other artificial advisors. Specifically,
we propose the use of virtual environments and the tarp technique for stimulus sampling, ensuring sufficient
sampling of important extreme values and the stimulus space between those extremes. We use this proposed
framework to identify the impact of several factors on when and how advice is used. Additionally, because
these interactions take place in different environments, we explore the impact of where the interaction
takes place on the decision to interact. We varied the cost of advice, the reliability of the advisor, and the
predictability of the environment to better understand the impact of these factors on the overutilization
of suboptimal advisors and underutilization of optimal advisors. We found that less predictable environ-
ments, more reliable advisors, and lower costs for advice led to overutilization, whereas more predictable
environments and less reliable advisors led to underutilization. Moreover, once advice was received, users
took longer to make a final decision, suggesting less confidence and trust in the advisor when the reliability
of the advisor was lower, the environment was less predictable, and the advice was not consistent with the
environmental cues. These results contribute to a more complete understanding of advice utilization and
trust in advisors.

CCS Concepts: � Information systems → Decision support systems; � Social and professional top-
ics → Automation; � General and reference → Empirical studies; � Human-centered computing →
Laboratory experiments; � Applied computing → Computer games;
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1. INTRODUCTION

On March 28, 2015, a driver reportedly followed the directions provided by his GPS
navigation, leading him to drive his car off a demolished bridge. Although the driver
was able to escape the vehicle, his wife died in the fire caused by the crash. There
were cues available in the environment suggesting that the bridge was out, including
concrete barriers, orange barrels and cones, and signs that read “ROAD CLOSED” [Pete
2015]. This example illustrates compliance with automation despite the information in
the environment being more predictive of correct actions to be taken [Sutherland et al.
2015]. We have often heard stories from friends and colleagues of similar situations,
but with less serious results, where they have relied too heavily on their navigation
despite knowing they were being misguided. One of the authors of this article recalled
a time when his new GPS navigation took him off a road with which he was familiar,
leading him to drive through the airport terminal drop-off area before placing him back
on the same road he was told to exit. He said that although he was familiar with the
road, he assumed the navigation system knew of a shorter route. It is clear that in
situations such as these, users of technology have developed a tendency to comply with
automation that can have negative consequences with different levels of severity.

However, users do not always comply with or rely on automation; they often fail to
use automation when it is the best predictor of a positive outcome. For example, the
pilot of Garuda Indonesia Flight 200 was charged and found guilty of negligence for
the deaths of passengers on board the flight. The plane was traveling too fast and de-
scended too steeply as it made its final approach for landing [Aviation Safety Network
2015]. Despite 15 warnings from the Ground Proximity Warning System telling the
pilot to abort the landing and circle back, the pilot attempted to land the airplane.
The airplane overshot the runway and caught fire. This example illustrates a failure
to comply with a system despite the automation being a better predictor than the en-
vironment of the correct actions to take. Together, these examples suggest a need to
better understand the factors associated with both overreliance on/excessive compli-
ance with and underreliance on/failure to comply with automation [Parasuraman and
Riley 1997].

Our world is becoming increasingly automated, and we are often provided advice and
recommendations from automated experts, decision support systems, recommender
systems, and other artificial advice givers. Advisor systems can be differentiated by
whether the advice is automatically provided to the user (e.g., recommender systems
on a Web site or warning systems) or whether the user must request the advice (e.g.,
asking for possible diagnoses based on symptoms or requesting that your GPS plan
your route to a particular location). Both automatic and requested advice require the
user to then decide whether he or she will follow the advice. The present study focuses
on advice that must be requested and is meant to identify factors that affect decisions
to seek out advice and subsequently use it. We identify the impact of costs and accuracy
(reliability) associated with automated advice and the predictability of the environment
on decisions to request and comply with automated advice. Thus, we are not just
interested in how users interact with advice givers, but how the environment in which
the advice is received affects that interaction.

We also propose a methodology for studying artificial advice. We created a digital
game environment where aspects of the advisor and the environment could be varied.
By studying automated advice in virtual environments, we are able to determine what
information users have at the time a decision is made, and because of the novelty of the
environment, we have access to the users’ complete learning history (past interactions)
with the system. Additionally, we propose a method for sampling the stimulus space
(tarp technique) in advice studies, based on the uniqueness of several variables that
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affect decisions to request and follow advice. The tarp technique is suggested as a
method to ensure sufficient sampling of the variability of reliability and cost of advice
and the predictive accuracy of environmental cues where advice is received while also
ensuring sufficient sampling of the important extreme values for these variables (i.e.,
100% and 0% accurate, free advice, and completely (un)predictable environments). The
tarp technique was used in the current study because a failure to sample the important
extremes in our previous study limited our ability to make strong model comparisons
[Sutherland et al. 2015].

The present study builds on our previous research, including its digital game envi-
ronment [Sutherland et al. 2015]. In the previous study, participants were tasked with
selecting orcs (fictional characters) to rebuild civilization. Participants could rely on
the sizes of the orcs, where bigger orcs were more likely to be the best soldier. However,
how predictive size was (environmental predictability) varied between users. Users
were also permitted to request advice from a highly reliable (programmed accuracy of
85%) automated advisor with an associated cost for requesting advice. We discuss the
relevance of the previous study’s findings in Section 2 and how this research expands
on the previous design in Section 2.5. It is important to highlight here that the game
environment and task used in the current study are for the most part the same.

In discussing automated advisors, reliance, compliance, trust, overutilization, and
underutilization play a role, and it is therefore necessary to define them. First, Lee and
See [2004] define trust as an attitude toward the advisor and reliance as the behavior
of using the advisor. Trust affects reliance. Dixon and Wickens [2006] make a further
distinction between reliance and compliance behaviors. Compliance is taking action
when a signal is indicated by the advisor, whereas reliance is not taking action when
no signal is indicated by the advisor. However, often users are provided optional advice
that may be requested, and the advice may come in the form of suggesting one of many
possible options to select. In the latter task, reliance would be reflected in requesting
advice from an available advisor and compliance would be the subsequent following
of the provided advice. These tasks also permit users to rely on the expert even if
they later decide not to comply with the advisor. We predict, based on the literature in
Section 2, that similar factors may influence reliance and compliance in tasks where
optional advice may be requested. Therefore, we discuss overutilization (reliance on
suboptimal, optional advice or compliance with advice required to be requested) and
underutilization (failure to rely on optimal advice or deciding to rely on but later
choosing not to comply with the advisor) [Parasuraman and Riley 1997; Dixon and
Wickens 2006].

2. BACKGROUND

We are faced with decisions every day. The consequences of our decisions vary de-
pending on the decision being made, and the complexities of those decisions vary with
the amount of uncertainty involved. To reduce uncertainty, decision makers often seek
out additional information to help inform their decisions. In this sense, information
is meant to be diagnostic and thus has some probability of increasing the likelihood
of a correct judgment or choice. Consumers may review customer reviews of different
products to decide which brand of headphones to purchase, investors may review mar-
ket trends for several stocks before deciding where their money should be invested, or
drivers may look for road signs to suggest the correct route to reach their destination.
Individuals must decide when to request information, how much information to re-
quest, which information should be used, and how the information should be combined
in making their decisions. However, when people are unable or unwilling to put in the
necessary effort to reduce the uncertainty to an acceptable level on their own, perhaps
due to the unavailability of sufficient cues or due to task difficulty, they may rely on
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the advice of other people or automated advisors. In some areas, this advice may be
automatically provided (e.g., warning systems in cars or scaffolded learning experi-
ences in video games); however, decision makers often must initiate the interaction by
requesting advice (e.g., requesting the GPS in your car to plan a route or asking for
hints in tutoring systems), often incurring a cost for doing so.

Much of what we know about how decision makers use advice comes from the re-
search on human judge-advisor systems, where a human advisor provides advice to
a judge responsible for making the final decision [Bonaccio and Dalal 2006]. Advice
is a conditional cue because its availability is conditional on having requested advice,
and the decision to request advice may be influenced by other factors, such as the cost
of the advice, the reliability of the advisor, or the predictability of the environment
in which the decision takes place [Sutherland et al. 2015]. Much of the literature on
automated advice deals with automatic advice, where receiving advice was a decision
made by someone other than the user, leaving questions regarding differences between
requesting advice and complying with advice once it has been received.

The literature on the utilization of automated decision aids suggests similar pro-
cesses to those involved in decisions to implement advice from a human expert—
deciding when to use a conditionally available source of information and how much
weight to give it. We will therefore discuss the relevance of the literature from both
human and automated advisors. Additionally, to maintain consistency between the
terminology (e.g., judge, decision maker, and user; advisor, recommender, and decision
support system) of the various sources, we will refer to the individual responsible for
making the final decision as the “user” and the individual or system providing advice
as the “advisor” while acknowledging that there may be subtle differences in the way
each type of advisor is interacted with and trusted. Therefore, before discussing the
literature as a whole, we highlight key differences between human and automated
advisors as a caution against overgeneralization. When discussing the findings from
the literature, we specify whether the advisor in the study was automated or human.

2.1. Differences Between Human and Automated Advisors

Studies comparing the use of automated advisors and human advisors simultaneously
have found differences in the preferences for the source of advice. Önkal et al. [2009]
found that participants adjusted their initial forecasts more when advice was received
from a human advisor rather than an automated advisor despite both pieces of advice
being identical. When two pieces of advice came from the same source type (i.e., both
coming from human advisors or both coming from automated advisors), no differences
were observed between the weights applied to the advice from the human advisors
or automated advisors. When two pieces of advice came from different sources (i.e.,
one piece coming from a human advisor and the other from an automated advisor),
again greater weight was placed on the advice from the human advisor. Madhavan and
Wiegmann [2007] showed that prior to any interaction with an advisor, individuals
trusted experts more than novices. When advisors were novices, trust was greater
in an automated advisor; however, when advisors were experts, trust was greater
in a human advisor. Automated advisors were always perceived to be more reliable.
When interacting with the advisor, highly reliable advisors’ advice was typically ex-
ploited, suggesting that reliability is more important than whether the advisor is
automated/human or an expert/novice. However, for less reliable advisors, advice from
expert human advisors was consistently used. When less reliable advice came from an
expert automated advisor, compliance decreased significantly over trials compared to
novice human or novice automated advisors. The findings from these studies suggest
that decision makers tend to follow similar patterns for implementing automated and
human advice; however, they are more likely to follow advice from less accurate human
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advisors despite acknowledging that the automated advisor is more reliable. This sug-
gests a preference for human advisors over automated advisors and is consistent with
other research showing users consistently failing to use available, superior actuarial
methods for making judgments and to prefer one’s own clinical judgment [Meehl 1986;
Dawes et al. 1989; Kleinmuntz 1990].

2.2. Models for Advice Utilization and Trust

Parasuraman and Riley [1997] address issues of automation use, misuse (overreliance),
disuse (underreliance), and abuse (misapplication). The use of automation is repre-
sented by an appropriate level of reliance on the automation and may be affected by a
general attitude toward automation, task difficulty, ease of automation use, trust, and
the confidence the user has in her or his own abilities. A breakdown in any factor may
cause either misuse or disuse, whereas abuse is typically an error in how automation is
implemented by designers. Another important contributing factor to overutilization is
when users fail to monitor the automation for errors perhaps because the system has
performed well in the past. This overutilization may result in extreme consequences
when the system is monitoring a process with high stakes. For users to correctly use
automation, they must trust that the system will do what it is intended to do at an
acceptable level of performance.

Lee and See [2004] proposed a model of the interaction between trust and reliance.
Trust in an automated advisor (an attitude) affects reliance on the automated advisor
(behavior). A closed-loop model was suggested to represent the relationship between
trust and reliance, where trust affects reliance and reliance affects trust. In this model,
the past performance (reliability) of the automated advisor influences levels of trust,
which in turn influences subsequent reliance on and compliance with the automated
advisor. The model of trust by Rice [2009] suggests that the types of errors and correct
advice have different effects on decisions of whether and how to use automated advice.
In addition, Yaniv and Kleinberger [2000] found that (a) advice weight increased when
a human advisor was correct but decreased at a faster rate when the human advisor
was incorrect (trust was hard to gain, but easy to lose), (b) reputation was formed
quickly (as quickly as three trials in their study), and (c) individuals were more willing
to buy advice from a good human advisor than a bad human advisor.

Dzindolet et al. [2002] had users make several decisions regarding the presence or
absence of a cue in a noisy environment. After each decision, users were allowed to
view the recommendation of an automated advisor. When later told that they would
receive a monetary incentive for correct decisions and asked whether they wanted to
rely on the automated advisor or on their own ability to detect the cue, users tended
to underutilize the optimal automated advisor, reasoning that on several trials they
noticed the errors the automated advisor had made. Dzindolet et al. [2003] showed
that users were more likely to rely on a similar automated advisor over their own
decisions when feedback was provided about the accuracy of the user, and the effect was
greater when feedback was provided continuously over trials. Therefore, to maintain
trust based on performance, it is necessary to track and provide the user with the
performance of the advisor, which we do for the participants in the present study.
Providing the performance of the advisor allows us to measure the impact of the actual
reliability rather than the perceived reliability.

Hoff and Bashir [2015] found that research in trust and reliance could be repre-
sented in a three-level model. The first level is dispositional trust and includes factors
associated with the user (e.g., culture, age, gender, and personality). The second level
is situational trust and includes factors associated with external variability (e.g., the
effort required to complete a task without automation, workload, risks and benefits
of completing the task, and number of operators involved in completing the task) or
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internal variability (e.g., self-confidence and expertise). The third level is learned trust
and includes factors associated with initial learned trust (e.g., expectations, reputation
of the advisor, and experience with similar advisor systems) and dynamic learned trust
(e.g., reliability, types of errors, usefulness, and design features). Thus, dispositional
factors are associated with the user, situational factors are associated with the task
and the environment, and learned factors are associated with the advisor.

Schaefer et al. [2016] conducted a meta-analysis seeking to identify factors associated
with trust in automated advisors and identified that trust was predicted by factors
associated with the user (e.g., demographic, cognitive, and emotive factors) and factors
associated with the automated advisor (e.g., automation capability, behavior, error,
feedback, and features). Environmental factors were not found and were suggested
as an area requiring further research. In a separate review article, Alvarado-Valencia
and Barrero [2014] illustrate the importance of factors associated with the user (e.g.,
confidence, autonomy, and willingness to delegate), the advisor (e.g., credibility of the
source, performance, and the physical aspects of the advisor), whether the advisor is a
human or automated, and the type of advice and explanation provided with the advice
legitimize the advice. However, Alvarado-Valencia and Barrero [2014] found only three
studies that captured self-reports of trust. Therefore, although it is expected that trust
influences automation reliance and compliance, the reliance and compliance behaviors
of the user have largely been used to assess trust.

Regarding factors affecting self-reported trust and the effects of self-reported trust
on utilization, van Swol [2011] showed that shared values between the user and the
advisor leads to greater trust in the advisor, as does the confidence of the advisor. In
this study, trust predicted advice use. Appearance of the partner has also been found
to affect reported trust; however, players tended to behave in a manner that suggested
they trusted their partner despite having low ratings that the partner should be trusted
[Yu et al. 2014]. These findings suggest that although trust is important for advice
utilization, it is not necessary. Similar findings reflect that although self-reported trust
predicts advice use, trust accounts for only a small amount of the variability in advice
utilization [Goodwin et al. 2013].

To understand the proper use of advisors, it is necessary to understand factors that
contribute to errors in advice utilization, specifically the over- and underutilization of
advisors/advice. This framework highlights the impact of these factors on trust, which
would then impact utilization. However, we focus our study on the direct relationship
between these factors and user behaviors (reliance and compliance) while offering an
additional measure of trust in the advice. In the next sections, we discuss over- and
underutilization using the Hoff and Bashir [2015] framework of understanding factors
associated with the user, the advisor, and the task and environment.

2.3. Overutilization

Overutilization is the error caused by requesting (relying on) and complying with sub-
optimal advice. Overutilization can lead to several negative consequences, including a
failure to learn about the environment in which the advice is received. When cued to
the location of a target, users tend to overutilize reliable automated advice, resulting
in an increase in a bias to say a target is present and thus an increase in false alarms
(stating that a target is present when it is not) [Yeh and Wickens 2001; Sniezek and
Buckley 1995]. Providing cueing advice produced higher trust in both highly reliable
(100%) and less reliable (75%) automated advisors. Cueing also caused an increased fo-
cus on a particular area and led to decreased attention to other more important targets.
When the automated advisor was less reliable, users performed worse than those who
received no cueing. Horrey et al. [2006] showed a similar effect of target cueing, where
the cueing affected the ability of users to appropriately identify more important targets
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and subsequently resulted in suboptimal defense deployment strategies. These errors
attributed to overutilization can have extreme consequences; therefore, it is necessary
to understand the factors that affect the decision to request and comply with advice.

2.3.1. Factors Associated With the User. When designers create advisor systems, it is
necessary to understand the users who will interact with the advisor. Different users
may be more or less likely to seek advice, especially for factors related to their ability
to complete the task without the advisor. We have already discussed the importance
of trust on users’ decisions to request advice. Users with low expertise trust their
human advisors more than users with high expertise [van Swol and Sniezek 2005] and
therefore would be expected to request more advice. In fact, several studies have shown
that less knowledgeable users or users who are unable to bring their own knowledge to
a particular task accept advice from human advisors more often, resulting in increased
accuracy (perhaps due to lower initial accuracy), higher levels of confidence in the
advice received, and greater confidence in their own decisions [Lee and Dry 2006;
van Swol and Sniezek 2005; Yaniv 2004b; Yaniv and Milyavsky 2007; Sniezek and
Buckley 1995]. Although less experienced users place more weight on advice than
more experienced users, more experienced users tend to place some weight on advice,
refusing to simply turn down offered assistance, even if the advice comes from a human
advisor who is less experienced than the user [Harvey and Fischer 1997].

Typically, a lack of knowledge or lower expertise would be associated with lower con-
fidence in the user, and this is supported by the preceding studies that found increased
user confidence when advice was followed by less knowledgeable users. In addition, less
confident users place more weight on received advice from human advisors [Gino 2008].
Despite increased confidence in final decisions for users who have received advice from
human advisors, confidence ratings are not correlated with final decision accuracy [Lee
and Dry 2006; Sniezek and Buckley 1995]. This suggests that users may overutilize
advice in an attempt to increase confidence, regardless of whether any increases in
accuracy are observed.

Additionally, how different the advice is from the user’s initial judgment would likely
affect confidence and thus whether advice is followed. Research suggests that more
weight is placed on recommendations from human advisors that are closer to users’
initial judgments [Yaniv and Milyavsky 2007]. However, this weighting is not consistent
for all users. Less knowledgeable users place more weight on more disparate advice
than more knowledgeable users. Therefore, overutilization errors may be worse for less
knowledgeable users when the advice is highly inaccurate. Based on these findings, we
predict that overutilization will be more likely to occur on early trials when learning a
new task (Hypothesis 1).

Finally, overutilization may be influenced by the costs associated with received ad-
vice. We discuss the impact of costs on decisions to request advice in the following;
however, having already paid for advice may impact the decision to implement the
advice. In other words, users may be unwilling to abandon advice that they have been
required to pay for, honoring sunk costs. Arkes and Blumer [1985] defined sunk cost
as a “greater tendency to continue an endeavor once an investment in money, effort,
or time has been made.” Gino [2008] showed that users place greater weight on advice
from human advisors that has been paid for than for free advice, even when users were
told that having to pay for the advice was up to chance. Others have also shown the
sunk cost effect in the utilization of advice from human advisors [Sniezek et al. 2004;
Patt et al. 2006]. Monetary sunk costs appear to affect both the decision to comply with
advice and the weight given to the advice; however, having actively requested advice
from a human advisor rather than receiving unsolicited advice appears to also increase
compliance with received advice whether the advice was paid for or was free [Gino and
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Moore 2007]. But in our previous work, no sunk cost effect was observed when the deci-
sion to pay for advice was already made or when requesting advice had been required,
using the same task environment that was used in the present study [Sutherland et al.
2015]. In Section 2.5, we discuss why this discrepancy may have been observed and
why varying advisor accuracy is necessary to better understand sunk cost effects.

The increased reliance of less knowledgeable/lower expertise users is a necessary
consideration. Given that participants in the present study will be completing a novel
task and will have no prior experience with or knowledge about the advisor, task, or
environment, they might tend toward an early overutilization of advice. Of course, this
design will allow us to model participant decisions to consult the advisor as the partic-
ipants gain knowledge. This model will illustrate how increased knowledge of various
factors affects overutilization of advice and will be helpful to designers, especially when
introducing advisors in novel environments or where user knowledge is low.

2.3.2. Factors Associated With the Advisor. The present study designates the advisor as
an expert, and all information presented to participants uses the term expert to ensure
consistency across participants in expectations of the advisor. Therefore, our initial
expectations that overutilization will occur early on, when no history with the advisor
is available, are further supported. This suggests that more reliable advisors will be
overutilized (Hypothesis 2a).

Users may struggle to track the reliability of an advisor and instead look for other
indicators regarding the advice. Advisors who tend to be more accurate should produce
greater confidence in their advice. Users are more likely to implement advice from
human advisors when the advice is accompanied by higher confidence ratings [van
Swol and Sniezek 2005; Sniezek and Buckley 1995; Radzevick and Moore 2011; van
Swol 2011]. Incidentally, confidence ratings from advisors may be used to encourage
advice requests despite a lack of reliability of the advisor. Therefore, we avoid providing
confidence ratings and instead track the reliability of the advisor across trials for the
participant. Additionally, if a human advisor shares values with the user, the advice is
more likely to be implemented [van Swol 2011]. The story provided to participants in
our study suggests that both the player and the advisor have a shared goal of protecting
their village; however, they are not directly told that the two share a desired outcome.

Finally, when advice is requested, it is normally accompanied with a cost, whether
that cost is in the form of money, time, or effort. Users overutilized automated advice
from less expensive advisors [Sutherland et al. 2015]. By making advice easy or in-
expensive to access, beyond the actual effort to request it, users may feel compelled
to seek advice to increase confidence, enduring the unnecessary costs. We therefore
hypothesize that lower advice costs will lead to overutilization (Hypothesis 2b).

2.3.3. Factors Associated With the Task and Environment. Interactions between users and
advisors do not happen in isolation, and it is therefore important to better understand
the impact of environmental factors and the nature of the tasks being performed on
decisions to request and implement advice. When advice is received in the task is
important. When users are unable to provide a preadvice decision, they place more
weight on advice from human advisors, are less accurate, and are more confident,
which creates overconfidence in the final decision [Sniezek and Buckley 1995]. The
difficulty of the task affects advice utilization. Users are more likely to comply with
advice from human advisors and to have lower confidence when the task is difficult
than when it is easy [Gino and Moore 2007]. In addition, the consequences of decisions
affect utilization errors. Users comply with advice from human advisors more often and
achieve higher accuracy levels when monetary rewards are provided for accuracy than
when there are no rewards for accuracy [Sniezek et al. 2004]. We stated previously that
even experienced and knowledgeable users refused to completely turn down offered
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assistance from human advisors [Harvey and Fischer 1997]. This effect was increased
when the outcome of the decision was associated with more important contingencies,
presumably to share the responsibility of the decision.

Finally, our previous work has shown that the predictability of the environment
affects users’ decisions to request advice. Users overutilized advice from automated
advisors in less predictive environments despite a freely available environmental cue
leading to better outcomes [Sutherland et al. 2015]. Because the advice had an as-
sociated cost, there were instances where seeking advice, even from a highly reliable
advisor, would be suboptimal in less predictable environments where there were free
cues to inform user decisions. However, as we illustrate in Section 2.5, there were few
instances where seeking advice was suboptimal because of the high reliability of the
automated advisor. Based on these studies, we predict that users will be more likely to
overutilize advice in less predictable environments (Hypothesis 2c).

2.4. Underutilization

Overutilization is just one type of error that users can make when interacting with
advisors. Although relying on and complying with suboptimal advisors can be costly,
failing to rely on or comply with optimal advisors (underutilization) can also result in
negative consequences. Again, the factors associated with underutilization can largely
be categorized into factors associated with the user, the advisor, and the nature of the
task and the environment in which the decision is being made.

2.4.1. Factors Associated With the User. When it comes to implementing received advice,
users tend to egocentrically trim advice (giving more weight to one’s own initial de-
cision and less weight to advice received from a human advisor; Yaniv [2004a]). This
egocentric trimming suggests a natural proclivity for underreliance on advisors. Yaniv
suggests that users may egocentrically trim advice because they have access to the ra-
tionale behind their own opinions rather than because of an inability to assess the accu-
racy of the advice. Indeed, users have been shown to more accurately assess the quality
of advice than to implement the advice from human advisors [Harvey et al. 2000]. The
ability to integrate advice, however, does depend on whether the accuracy of the advice
can be determined. Users tend to place greater weight on their initial decision than on
the advice received from automated and human advisors, even if there are no cues to
the correct decision available outside of the advice; this egocentric decision strategy is
seen whether the preadvice recommendation was public or voluntary and not reported
[Madhavan and Wiegmann 2005]. Further, users who rate themselves as having little
knowledge of a particular task continue to place larger weights on their own initial
opinion [Önkal et al. 2009]. It is clear that there is a natural tendency for users to un-
derutilize advice, and this tendency appears to exist regardless of the skills of the user
or factors associated with the advisor. Therefore, we hypothesize that underutilization
will increase as the experiment progresses and users gain experience and potential
confidence in their own ability (Hypothesis 3).

Additionally, all of the variables associated with overutilization would also affect un-
derutilization when reversed. For instance, users are less likely to follow optimal advice
when they are more experienced, more confident, and more knowledgeable. Addition-
ally, the distance from the user’s initial decision would also affect underutilization.

2.4.2. Factors Associated With the Advisor. Despite the tendency of users to discount ad-
vice, underutilization is more likely to occur for different advisor-related factors. Much
like with factors associated with the user, advisor-related factors that affect overuti-
lization would also affect underutilization. Less reliable advisors would tend to be
underutilized, even if they are more reliable than relying on environmental cues with
low predictive validity. Users may assume that low confidence expressed by the advisor
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Table I. Monte Carlo Results for Environmental Predictability

Cue Validity Average Percentage of Trials Sizes for Sizes for
(θ) Accuracy > 85% Accuracy Trio 1 Trio 2
0 33% 0.0% N/A N/A
1 46% 0.0% N/A N/A
2 58% 1.1% 1.75, .51, .52 2.0, .74, .73
3 67% 15.5% .58, .89, 1.58 1.94, 1.14, 1.08
4 73% 31.0% .70, .95, 1.47 1.58, 1.06, .85
5 77% 42.0% 1.14, .67, .64 1.00, 1.37, .51
6 81% 52.0% 1.92, 1.61, 1.16 1.32, 1.00, .74
7 83% 58.0% 1.60, 1.31, 1.17 1.42, 1.16, .83

Note: This table illustrates the results of a Monte Carlo simulation used to indicate the
accuracy that a participant would achieve when selecting the largest orc for different cue
validities. On average, participants were able to achieve 85% accuracy by following expert
advice. Additionally, the percentage of trials where the probability of the largest orc being
the best soldier was greater than 85% is shown for the different cue validities, along with
two examples of the orc sizes that produce a probability of success greater than 85%.

is linked to the quality of the advice, resulting in a failure of the user to implement it.
Users underutilize advice when the advice is more expensive [Sutherland et al. 2015].
Therefore, users may be unwilling to spend time, money, or effort for optimal advice if
they believe that the reliability of the advisor is too low (Hypothesis 4a) or the cost is
too high (Hypothesis 4b), even if it would result in better outcomes.

2.4.3. Factors Associated With the Task and Environment. A major theme of this study is
the importance of task-related and environmental factors. Timing of advice can lead
to a failure to implement it. When a preadvice decision is required, users are more
likely to egocentrically discount advice from human advisors, and this result is specific
to preadvice self-generated values rather than preadvice estimates assigned to them,
ruling out anchoring as a sufficient explanation [Mannes 2009]. Users place less weight
on advice from human advisors than they should on easy tasks, but not when the task
is difficult [Gino and Moore 2007].

When it comes to environmental factors, our previous work has shown that users
underutilized advice from automated advisors in more predictive environments both
in terms of requesting advice and failing to comply with advice that was already
requested [Sutherland et al. 2015]. Users will choose not to seek advice if they feel
that the environment is predictable enough, even when that advice is more reliable
(Hypothesis 4c). This may reflect a desire to avoid paying unnecessary costs if the user
feels sufficiently confident in his or her own ability to make a good decision. The present
study builds on our previous work, and thus it is necessary to discuss our previous work
in greater detail, especially as it informs the current experimental design.

2.5. Previous Research

Throughout Section 2, we have highlighted the relevance of our previous research in
formulating the hypotheses of the present study. Here we discuss in greater detail
how this study builds on our previous work. We found that participants learned to
rely on the environmental cue rather than an automated expert despite the expert
having been programmed to be correct an average of 85% of the time [Sutherland et al.
2015]. However, because the expert was so accurate, it was rarely in the participants’
best interest to disregard the expert’s recommendation in favor of an option with
greater support from environmental cues. To validate and illustrate this assumption,
a Monte Carlo simulation was conducted to determine how likely participants were
to achieve better outcomes when relying on the environmental cue rather than the
expert’s recommendation. The results of the simulation are presented in Table I. These
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results revealed that even when users were provided the most predictive cues (θ = 7),
overall accuracy was only 83% and users were only able to achieve greater than 85%
accuracy on 58% of the total trials. This also affected our ability to sufficiently assess
the sunk cost effect, because it was usually in the users’ best interest to follow the advice
despite the cost. Much of the previous research that we discuss in Section 2 highlighted
the importance of the reliability of the advisor on users’ decisions to request and follow
advice, especially the finding of Madhavan and Wiegmann [2007] that reliability was a
better predictor of advice use than whether the advisor was human or automated and
whether the advisor was an expert or novice. Therefore, it is important to understand
how reliability affects decisions.

Although reliability is important, interactions between users and advisors happen
in different environments, and our previous research has shown that the environment
where these interactions take place influences the decisions of the user. Therefore, the
present study was most concerned with understanding how the reliability and costs
of the advisor influence the decisions of users to request and comply with advice in
environments of varying levels of predictability and how those interactions change
over time (i.e., from the first interaction to the final interaction).

2.6. Hypotheses

Based on our review of the preceding literature and our previous research, we iden-
tified several hypotheses regarding overutilization (overreliance and compliance with
suboptimal advice) and underutilization (underreliance and compliance with optimal
advice), which we test in the present study. Because both reliance and compliance re-
quire action from the participants, we expect variables to have similar influences on
both reliance and compliance. Therefore, our hypotheses are framed as predictions of
over- and underutilization; however, our analyses will identify impacts on both reliance
and compliance individually. Our first hypothesis is the following.

HYPOTHESIS 1. Overutilization of expert advice will be highest at the beginning of the
experiment and decrease across trials.

Overutilization includes requesting (relying on) suboptimal advice when advice is
optional or complying with suboptimal advice when required to receive advice. On
earlier trials, no knowledge about the task is available and user confidence is likely at
its lowest. Overutilization will then likely decrease over the course of the experiment,
as players gain knowledge about and experience with the expert and the environment.
Regarding overutilization, we further predicted the following.

HYPOTHESIS 2. Participants will overutilize expert advice when the expert is more
reliable (a), when the advice is less expensive (b), and when the environment is less
predictable (c).

Underutilization includes failing to request (not relying on) optimal advice when
advice is optional or not complying with optional advice after choosing to pay for and
rely on the advice. For underutilization, we expected that participants would likely
seek out as much information early on to inform their decisions and thus be less likely
to underutilize advice. As the experiment continued and players became more confident
in their ability to make correct decisions on their own, underutilization would increase.
With this in mind, our hypothesis became as follows.

HYPOTHESIS 3. Underutilization of expert advice will be lowest at the beginning of the
experiment and increase across trials.

In terms of the factors involved with underutilization, we expected the following.
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HYPOTHESIS 4. Participants will underutilize expert advice when the expert is less
reliable (a), when the advice is more expensive (b), and when the environment is more
predictable (c).

Because our hypotheses are partly based on user confidence, we were interested
in testing the confidence that players had in their expert advisors by examining the
time participants took to make decisions. Waiting longer to decide whether to comply
may suggest less trust or confidence in the advisor; however, quickly complying would
suggest greater confidence and trust in the advisor. We predicted that players would
take longer to make a decision when the expert recommended something other than
what the environmental cue predicted, as shown in our next hypothesis.

HYPOTHESIS 5. Participants will take longer to decide when the expert advice was
incongruent with the environmental cue.

Regarding the factors involved in the time to make a decision, we expected the
following.

HYPOTHESIS 6. Participants will take longer to decide when the expert advice was less
reliable (a) and when the environment was less predictable (b).

To test these hypotheses, we created a third-person digital game, which we discuss
in the next section.

3. METHODS

3.1. Participants

Participants were 145 undergraduate students who received credit in their introductory
psychology course for their participation. We did not capture or control for previous
video game experience. Given the novelty of the task (picking orcs from trios) and that
the environment remained consistent (i.e., there were no dynamic changes or targets
moving in the environment that required tracking), we expect that only time to navigate
the experiment would likely differ between participants when considering previous
video game experience. However, we will highlight this as a potential limitation in
Section 5, as it is not possible to determine whether any effect on performance was
present.

3.2. Game Environment and Design

This study took place within a third-person video game developed for the purpose of
this study (see the video that is available along with this article in the ACM Digital
Library). Participants were placed in a virtual village in a world that they were told
was recently destroyed. They were also told that it was their goal to create an army
of orcs (fictional characters; Figure 1) to rebuild civilization and to ward off attacks
from other villages. Every orc had volunteered to support them; however, participants
were only permitted to recruit one orc per household. Their goal was to recruit the best
soldier from each household.

The Arcane FX 2.0 (AFX 2.0) special effects add-on for the Torque Game Engine (TGE,
obtained from www.garagegames.com) was used for the development of the game envi-
ronment. AFX 2.0 runs on the TGE platform and contains an environment of different
terrains, buildings, light sources, spells, and orcs. TGE allows for the modification of
all aspects of the video game environment. A sandstorm demo environment included
within AFX 2.0 was modified for the present study. TGE’s terrain editor was used to
construct a small village by placing 27 buildings within a small area (three rows of nine
equally spaced buildings). A trio of orcs was positioned in the center of each building.
The game was divided into three levels to present a limited number of decision points
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Fig. 1. A trio of orcs with sizes of 2.0, 1.0, and 0.5 from left to right. Additionally, the expert recommendation
is reflected in the form of an arrow. The expert recommends the middle orc. However, if size is a good predictor,
the left orc would have a high probability of being the best soldier, producing a dilemma for the participant
and requiring the participant to rely on his or her previous interactions to determine which cue to rely on.

at a given time and to minimize the size of the environment and time needed to travel
within the village. On completing the 27 decision points on Level 1, participants were
loaded into an identical village two additional times (Levels 2 and 3), allowing for a
total of 81 orcs to be selected from 81 trios. Although the environment was identical
across levels, new orc trios were created for each new level. When each trio was created,
the size of each orc varied randomly, ranging from half of the size of the participant’s
avatar to two times the size of the participant’s avatar. Which of the three orcs was
the best soldier was then determined in accord with the appropriate conditions for the
experiment. This process ensured that each position in the trio (left, center, right) was
equally likely to contain the largest orc and equally likely to contain the correct orc.
On completing the 81st decision point, the participant was teleported to a final victory
zone and a congratulatory message was displayed on the screen.

Participants were free to navigate their avatar through the village to complete the
decisions in any order. When their avatar approached a trio of orcs, a click on an orc
indicated their selection of one of the three orcs to join their army. After selection,
immediate feedback was provided regarding whether the orc that they selected was
the best soldier, and the trio was removed from the village to avoid having the partic-
ipants repeat decision points. If the participant selected the best soldier, the soldier
saluted the participant and the participant was permitted to continue. However, if the
participant did not select the best soldier, the orc that was selected waved good-bye
to the participant; the correct orc saluted the participant whether or not it was the
orc selected so that the participant received complete feedback regarding his or her
decision. Additionally, if the best soldier was not selected, the participant’s avatar was
captured by the enemy and held for a 40-second timeout period. During the timeout,
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Table II. Effects of Cue Validity and Size Difference on Being the Best Soldier

Probabilities for Each Orc
Cue Validity (θ) Sizes for Orc Trio Being the Best Soldier

0 .75, 1.00, 1.25 .33, .33, .33
3 .75, 1.00, 1.25 .13, .28, .59
7 .75, 1.00, 1.25 .03, .14, .83
.6 1.00, 1.10, 1.20 .31, .33, .35
3 1.00, 1.10, 1.20 .24, .32, .44
7 1.00, 1.10, 1.20 .14, .28, .57

Note: This table illustrates the effects of size differences between orcs, for
various θ values, on the posterior probabilities of each orc in a trio being
the best soldier.

the participant’s avatar was teleported into a timeout zone (a dark hole in the terrain).
While in the timeout zone, the keyboard was locked and participants were required to
wait 40 seconds, minus the time spent teleporting to the timeout zone, until they were
teleported from the timeout zone back to the village. Participants were teleported from
the timeout zone back to the most recent decision point.

The size of the orcs was the only freely available environmental cue that predicted
the best soldier (larger orcs had a greater probability of being the best soldier). The
trio of orcs shown in Figure 1 reflects orc sizes of 2.0, 1.0, and 0.5 from left to right.
Each orc’s size was randomly chosen using a random number generator within TGE,
and the value selected was assigned as the size value for the x-axis, y-axis, and z-axis
to ensure that sizes varied proportionately.

The probability of a particular orc being correct was predicted using a derivation of
the multinomial logit [Luce 2005; McFadden 1980]:

Probability Orci = eθ∗SizeOrci

∑
eθ∗SizeOrc j

. (1)

We sampled predictive validity (θ ) between subjects using a quasi-random technique
described in the following section. The assigned θ value remained consistent for a
participant throughout the experiment. A θ value of 0 led to size having no predictive
value; each orc was equally likely to be the best soldier despite the orc’s size. A large θ
value (e.g., 7) made size a strong predictor with even small advantages in size leading
to large increases in the likelihood of an orc being the best soldier.

Differences between θ values for the lower θ values produced larger changes in the
probabilities (e.g., a θ value of 1 is associated with much larger differences in probability
than a θ value of 0.5), whereas θ differences in the upper end of the scale produced
smaller changes in the probabilities for those same differences (e.g., although a θ value
of 7 is associated with large differences in probability, these differences were not much
greater than those for a θ value of 4). Using Equation (1), Table II illustrates the
effect of size and the predictive validity of the environmental cue, as indexed by θ , on
the posterior probabilities of each orc being correct. Increasing either size differences
(except when θ = 0) or θ will increase the likelihood that the biggest orc is the best
soldier.

Participants had access to a within-game expert who made a recommendation as
to which orc was the best soldier. Each expert had a cost for advice in the form of
the amount of time the expert required to return a recommendation. Thus, all costs
(expert cost and cost for an incorrect decision) were in the form of time to ensure
real consequences for the decisions being made. Expert cost varied between subjects
and remained the same for each participant throughout the entire experiment. Upon
requesting advice, the experienced expert accuracy up to the current trial was provided
to the participant on the screen along with a reminder of the cost for the advice. To
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receive advice, participants were required to press keys to initiate the request; however,
they could cancel the request by making a selection at any time. When expert advice
was requested, advice was provided only after the programmed delay in the form of
an arrow over the orc that the expert recommended. Figure 1 illustrates the arrow
indicator.

When advisors provide their advice, they are faced with several ways the advice
can be relayed. Dalal and Bonaccio [2010] compared five types of advice from human
advisors that may be provided to a user: Recommend For (e.g., select Option B), Recom-
mend Against (e.g., do not select Option C), Information (e.g., X Restaurant has really
good food, I have eaten there before), Decision Support (e.g., a good way to make the
decision would be choosing the cheapest alternative), or Social Support (e.g., no matter
what you decide, it will be the right decision). Across several situations and individual
differences, users tended to prefer receiving informational assistance. In the present
study, advisors present advice in the form of recommendations for a particular choice.

To determine how varying advisor accuracies may increase or decrease reliance on
and compliance with the advisor under varying levels of environmental predictability,
we allowed the programmed accuracy of the advisor to vary between participants.
However, just because an advisor had a particular probability of being correct on any
given trial, based on the programmed accuracy, the experienced accuracy may not
always reflect the programmed accuracy. As an example, a player with a programmed
accuracy of 90% may have, by chance, received incorrect advice on the first and third
trials and correct advice on the second trial. On the fourth trial, the experienced
accuracy would have been 33%. Therefore, we differentiate analyses based on whether
we are discussing programmed accuracy or experienced accuracy. Experienced accuracy
is the most important for the purposes of the present study and is the measure that we
suggest captures the user’s perception of the advisor’s reliability.

The optimal decision was determined by comparing the expected value of time lost
by following the expert’s recommendation (Equation (2)) to the expected value of time
lost by picking the largest orc (Equation (3)). In these questions, “Cost” refers to the
cost of the advice for a particular participant and “40” refers to the 40-second timeout
for selecting the wrong orc. For some decisions, the added benefit of the advice may not
have surpassed the cost of waiting for the advice when cost was higher or when the
expert’s accuracy was lower.

Time LostRely/ComplyExpert = Cost + 40 ∗ (1 − ProgrammedExpertAccuracy) (2)

Time LostPickBiggestOrc = 40 ∗ (1 − ProbabilityBiggestOrcCorrect) (3)

3.3. Sampling the Stimulus Space: The Tarp Technique

In a previous study [Sutherland et al. 2015], we chose to sample all variables of interest
randomly to better identify the true relationship between the independent and depen-
dent variables [Young et al. 2012] and to increase the generalizability of the results
[Brunswik 1955; Dhami et al. 2004]. However, random sampling led to large portions
of the stimulus space failing to be sampled, especially the extremes (i.e., θ = 0, mean-
ing that the environment was not predictable at all and 0-second cost of advice). The
undersampling of these extreme combinations also reduced the ability to determine if
extreme values have a unique effect on the dependent variables. For instance, “free”
has often been found to be a unique cost in the advice literature [Gino 2008], and 100%
as a probability of an outcome has been found to be a unique value in the judgment
and decision making literature (the certainty effect) [Kahneman and Tversky 1979].
Additionally, with logistic regression, when the extremes are not sampled, the limits
of the logistic function are not sufficiently anchored. We propose a stimulus sampling
technique that we call the tarp technique, which is built on a combination of two pro-
posed methods, the first by McClelland [1997] and the second by Halton [1960].
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First, McClelland [1997] recommends directly sampling the extreme combinations of
the stimuli for 25% to 75% of the participants and allowing the remaining participants
to sample the space between the extremes. Second, the Halton sequence [Halton 1960]
is a quasi-random sampling technique that ensures sufficient sampling of stimuli in
a multidimensional space. All extreme combinations were sampled, with the four ex-
treme combinations of θ /cost (0/0, 0/15, 7/0, and 7/15) at each extreme expert accuracy
level of either no better than chance or always correct (33% or 100%, respectively). This
produced eight extremes.

3.4. Experimental Design

There were seven independent variables:

(1) Advice Condition: Participants were randomly assigned to either an Expert Op-
tional condition (participants were allowed but not required to request advice) or
an Expert Required condition (participants were required to request advice on ev-
ery trial). All participants in a given experimental session were assigned to the
same condition but received different levels of all other independent variables.

(2) Programmed Expert Accuracy: The programmed expert accuracy varied between
participants and ranged from a minimum accuracy of 33% (chance performance) to
a maximum accuracy of 100%.

(3) Experienced Expert Accuracy: Experienced expert accuracy varied within subject.
Although programmed expert accuracy was constant for a participant across all 81
trials, experienced expert accuracy changed every time advice was requested.

(4) Cost of Advice: The cost of the expert varied between subjects from 0 seconds (free)
to 15 seconds.

(5) Environmental Cue Validity (θ ): The predictive validity of the size of the orc (θ ) var-
ied between subjects from a minimum possible value of 0 (no predictive value; each
orc was equally likely to be the best soldier despite the orc’s size) to a maximum
possible value of 7 (small differences in size led to large differences in probabilities).
θ was log-transformed before, selected from a uniform distribution, and untrans-
formed to ensure greater sampling of lower θ -values. This sampling was done
because for lower θ -values, smaller changes in θ resulted in greater differences in
the posterior probabilities of the biggest orc being the best soldier, and we wanted to
ensure that the greatest sampling occurred where the greatest variability existed.

(6) Size Differences for an Orc Trio: The size of each orc was a within-subjects variable
and was randomly selected between 0.5 and 2.0 from a uniform distribution for
each orc in each of the 81 trios.

(7) Trial: There were 81 decision points, providing 81 trials to assess decisions within
participant and across the study session. Participants were free to choose the or-
der in which the 81 decision points were completed. The first decision point the
participant completed became Trial 1, the second decision point completed became
Trial 2, and so on. This allowed us to evaluate performance across the experiment,
in the sequence that the participant completed the task, regardless of the location
of the decision point.

All independent variables, except the Expert Required versus Expert Optional con-
ditions, were continuous variables. Of the 145 participants, 26% were assigned to one
of the extreme combinations based on the tarp technique, and the remaining 74% (107
participants) received a level of each between-subjects variable (θ , programmed expert
accuracy, and cost) based on a Halton sequence. Participants were not advised about
the predictive validity of size or the expert’s assigned accuracy level; participants were
required to learn through their experiences.

ACM Transactions on Interactive Intelligent Systems, Vol. 6, No. 4, Article 27, Publication date: November 2016.



Effects of the Advisor and Environment on Requesting and Complying with Automated Advice 27:17

To assess the impact of independent variables on participant performance, overuti-
lization, underutilization, and confidence, we collected data on seven dependent
variables:

(1) Participant Accuracy: We compared the accuracy of participants to determine
whether participants achieved higher overall accuracies when they had access to
more reliable experts and whether making the advice optional, instead of requiring
advice, had a negative impact on participants’ accuracy.

(2) Requesting Optional Advice: We looked at whether overreliance (requesting sub-
optimal advice) and underreliance (not requesting optimal advice) changed across
trials.

(3) Underreliance on Optional Expert: We identified the impact of our independent
variables on failing to request optimal advice (underreliance).

(4) Overreliance on Optional Expert: We identified the impact of our independent vari-
ables on requesting suboptimal advice (overreliance).

(5) Failure to Comply With the Optional Expert: We were interested in the impact
of our independent variables on the decision to abandon expert advice (failure to
comply) when advice had been requested but the expert recommended an orc other
than the biggest orc. Therefore, what impacts the decision to not comply with the
expert when requesting advice suggests a need to rely on the expert because the
environmental cue is not predictive enough.

(6) Compliance With Required Expert: We wanted to determine the impact of our
independent variables on decisions to comply with an expert when the decision to
request advice was not made by them.

(7) Confidence in Optional Expert: We wanted to determine what impacted the confi-
dence the participant had in the expert’s advice when advice was optional and had
already been requested. We capture this by assessing the time it takes the par-
ticipant to make a decision after the advice is provided. All dependent variables,
except time to make a decision, had two levels (e.g., correct vs. incorrect or did
request advice vs. did not request advice). Time remained on a continuous scale.

3.5. Procedure

Participants completed the study in a laboratory at one of four Mac computers. Dividers
separated participants and obstructed the view of each other participant’s computer.
Thus, participants could not learn by watching other participants. Before participants
began the experiment, they first read and signed an informed consent form and were
then read the following instructions by a facilitator in the Expert Optional condition:

(1) This experiment will take place inside a video game environment.
(2) You will be placed in a virtual village in a world that has recently been destroyed.

You have been tasked with creating a new army to help rebuild civilization and
ward off attacks from other villages. Everyone has volunteered to support you, but
you can recruit only one family member per household. It is up to you to select the
best soldier.

(3) You have access to an expert who will advise you as to which individual you should
recruit. The expert requires a specific amount of time to collect information about
the individuals in order to make a recommendation. You do not have to request
advice, except on the first trial, and once requested, you may choose to make a
selection before receiving the advice.

(4) If you select the best soldier from the household, you will be permitted to continue.
However, if the individual you select is not the best soldier, he will wave good-bye
to you and will allow you to be captured and held for 40 seconds. The best soldier
will salute you whether or not he is the individual you selected.
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(5) Shift 1 allows you to receive advice from the expert. When you request advice, you
will be shown how long it will take to receive the advice. Each expert has a specific
amount of time needed, but the time will be the same throughout the entire game
(e.g., if the expert takes 10 seconds to make a recommendation, it will take 10
seconds every time you request advice from the expert).

(6) When you request advice, you will be reminded how accurate the expert has been
for you up to that point, unless you have never received advice from that expert.
The same expert will provide advice to you on all three levels.

(7) The more accurate your choices are, the less time you will be captured and the
sooner you will complete the experiment.

For the Expert Required condition, the instructions were identical except the third
instruction was replaced by the following instruction:

You have access to an expert who will advise you as to which individual you should
recruit. The expert requires a specific amount of time to collect information about
the individuals in order to make a recommendation. You have to request advice
before making your selection.

Once the instructions were read, participants began the experiment on Level 1.
However, to ensure that all participants understood how advice was to be requested,
participants were required to request advice on the first trial of Level 1. This was
to ensure that any instance of the participant not requesting advice was due to not
wanting to receive it rather than not recalling from the instructions that the expert
was available or not remembering how to request advice. The first trial of Level 1 for
all participants was dropped from all analyses.

4. RESULTS

For the purposes of analyzing the results of the present study, linear mixed effects
(LMER) analyses were conducted using the lme4 library of the R statistics package
[Pinheiro and Bates 2000]. LMER analyses were conducted due to having continuous
variables that varied between subjects (condition, cost, programmed expert accuracy,
and cue validity) and that varied within subjects (size differences, experienced expert
accuracy, and trial). Because all dependent variables, except time to make a decision,
had two levels (e.g., correct vs. incorrect or did request advice vs. did not request
advice), the analyses specified that the error distribution was binomial with a logit link
function unless otherwise stated. Because of the specification of a logit link function, all
z-scores represent Wald’s z for logistic regression. For all analyses, only the results of
the best model are reported. The best model was determined by comparing the Akaike
Information Criterion (AIC) [Akaike 1974] values of the competing models. AIC values
determine the best-fitting parsimonious model by adding a penalty for increasing the
number of free parameters without a sufficiently large increase in the model’s fit. Lower
AIC values indicate a better model. All of the best-fitting LMER models included the
effect of trial and the intercept as random effects, reflecting individual differences in
learning across trials. Therefore, when models are reported in the following, only the
fixed effects will be specified. All best-fitting models and the significant regression
weights for the best-fitting models are presented in Table III. Although best-fitting
models may have included nonsignificant predictors (for variables that approached
the cutoff for statistical significance), we present only the regression weights for the
significant predictors.

For several variables, log transforms of the independent variables were necessary
because the relationship between these predictors and the outcome variable was
not linear due to the psychophysical nature of the variables. Cue validities (θ ), size
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Table III. Best-Fitting Models and Significant Effects and Weights for LMER Analyses

Std. z (t)
Model Dependent Variable Independent Variable B Error value

1 Participant Accuracy (PA) Programmed Expert Accuracy 0.05 0.01 11.14
Programmed Expert Accuracy:Condition ns

2 Expert Optional PA Request Advice 0.35 0.10 3.68
3 Request Advice Trial ns

Advice Optimal vs. Not Optimal 1.53 0.19 7.95
Advice Optimal:Trial 0.02 0.01 2.87

4 Request Optimal Advice Cost ns
Cue Validity –1.74 0.60 –2.93
Size Difference –0.27 0.09 –2.95
Experienced Expert Accuracy (EEA) 3.07 0.98 3.14
Cue Validity:Size Difference –0.35 0.13 –2.80
Cue Validity:EEA –5.03 1.81 –2.78

5 Pick Biggest EdnPB Cost ns
Cue Validity 1.30 0.26 5.04
Size Difference 0.22 0.11 2.09
Experienced Expert Accuracy (EEA) –4.70 0.61 –7.77
Cue Validity:Size Difference 0.30 0.14 2.18

6 Request Suboptimal Advice Cue Validity ns
Cost ns
Size Difference –0.39 0.06 –6.55
Experienced Expert Accuracy (EEA) 2.94 0.54 5.45
Cue Validity:EEA ns
Cue Validity:Size Difference –0.21 0.07 –2.80
Size Difference:Cost 0.14 0.06 2.50

7 Expert Req/Agree with Expert Cue Validity –1.14 0.15 –7.54
Size Difference –0.33 0.05 –6.35
Experienced Expert Accuracy (EEA) 4.12 0.39 10.60
Cue Validity:Size Difference –0.39 0.08 –4.88
Cue Validity:Size Differences:EEA –0.59 0.27 –2.12

8 Time to Make Decision Cue Validity ns
Size Difference ns
Expert Picked Biggest –0.13 0.01 (–9.74)
Experienced Expert Accuracy (EEA) –0.29 0.07 (–4.05)
Expert Picked Biggest:EEA ns
Expert Picked Biggest:Size Difference –0.04 0.01 (–3.55)
Expert Picked Biggest:Cue Validity –0.08 0.02 (–4.03)
Size Difference:EEA –0.10 0.03 (–3.54)
Expert Picked Biggest:Size Difference:EEA ns

Note: This table contains the variables retained in the best-fitting models for each LMER analysis, regardless of whether the
effect of the variables were statistically significant. This table also contains the regression weights, standard error, and z-
scores (t-scores) for all significant effects found in the best-fitting models for all LMER analyses conducted. Nonsignificant
predictors have ns listed for the corresponding regression weights. EdnPB = Requested advice and the expert did not
recommend the biggest orc. For these models, the log of cue validity, size difference, and cost were first calculated, then
trial, programmed expert accuracy, experienced expert accuracy, the log of cost, the log of cue validity, and the log of size
difference were centered by subtracting the mean from each value. When predicting “Time to Make a Decision,” time as
the dependent variable was transformed using the log function.

differences, and costs were transformed logarithmically to create more linear rela-
tionships. All figures illustrating the relationships between variables show the un-
transformed predictors to reflect the original scale. Additionally, to avoid issues of
multicollinearity, all independent variables were centered before including them in the
analyses.

4.1. Participant Accuracy

Before addressing our hypotheses, we first wanted to determine whether participants’
performance, as assessed by their overall accuracy for the experiment, was higher
when they had access to more reliable experts. Additionally, we wanted to identify
whether participant performance was affected by making the advice optional rather
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than requiring that participants request advice. When comparing the overall accuracy
of participants, an LMER analysis found no significant differences between conditions
(p = .73; no best-fitting model). Participants in the Expert Optional condition achieved
an overall accuracy of 70%, whereas participants in the Expert Required condition
achieved an overall accuracy of 72%. Interestingly, subsequent analyses looking at the
total number of completed trials and total experimental time found no differences be-
tween the Expert Optional and Expert Required conditions. Therefore, there was no
trade-off between accuracy and speed in the Expert Optional condition. A separate
analysis included the programmed expert accuracy and the programmed expert ac-
curacy by condition interaction (Model 1, see Table III). Participants achieved higher
overall accuracy with higher programmed expert accuracy, z = 11.14, p < .01. However,
the interaction between programmed expert accuracy and condition was not significant
(p = .26), suggesting that the effect of expert accuracy was consistent whether advice
was required or optional. Because participant accuracy was similar across conditions
and there was a significant effect of expert accuracy, a separate analysis was run us-
ing only the Expert Optional condition (Model 2, see Table III). Participants achieved
higher overall accuracy when advice was requested (75% vs. 63% when not requested),
z = 3.68, p < .01.

4.2. Underutilization

All analyses on assessing underutilization used the Expert Optional condition only
because underutilization is determined by a failure to request (rely on) optimal advice
or a failure to comply with advice that was optionally requested. To assess whether un-
derutilization (Hypothesis 3) and overutilization (Hypothesis 1) of the expert changed
over the course of the experiment, we used an LMER analysis of requesting advice as
a function of trial and whether requesting advice was optimal (Model 3, see Table III).
Participants requested more advice when advice was optimal, z = 7.95, p < .01. In
addition, the interaction was significant, z = 2.87, p < .01, suggesting that the effect of
trial was different when requesting advice was optimal versus when it was not optimal.
Figure 2 illustrates the effect of trial on requesting advice when advice was optimal (the
circles/blue line; any value less than “1” is underutilization) and when advice was sub-
optimal (the squares/red line; any values greater than “0” represent overutilization).
Overutilization of the expert decreased over the course of the experiment, whereas un-
derutilization remained relatively stable. These results support Hypothesis 1 because
overutilization was higher on early trials and decreased across trials. However, under-
utilization did not start out lower and increase as predicted, thus failing to support
Hypothesis 3, although there was little room for an increase. To identify the factors
affecting participant underutilization of the expert and to test Hypothesis 4, we ran an
additional set of analyses.

The first analysis was conducted to determine the factors that affected the partic-
ipants’ decision to request advice when they should (i.e., when advice was optimal).
Not relying on the optimal advice would constitute underutilization. Figure 3 reflects
the effect of cue validity on the decision to request advice when advice was optimal as
a function of the size difference between the biggest and second biggest orcs (a) and
as a function of experienced expert accuracy (b). Participants were less likely to re-
quest advice when they should when cue validity was higher and when size differences
were larger. Therefore, participants were less likely to request optimal advice when
the environment was more predictable, supporting Hypothesis 4c. The effect of size
difference was stronger for higher cue validities. Additionally, participants requested
more advice when the experienced expert accuracy was higher in less predictable en-
vironments (low θs), but they requested much less advice from more accurate experts
when size was a very good predictor. These effects were not affected by cost, failing to
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Fig. 2. The likelihood that participants would underutilize the expert (circles) when advice was optimal and
overutilize the expert (squares) when requesting advice was suboptimal. Any probability less than “1” when
advice was optimal reflects underutilization, and any value greater than “0” when advice was suboptimal
reflects overutilization.

Fig. 3. The model fit for the effects of cue validity and size difference (a) and cue validity and experienced
expert accuracy (b) on the probability that a participant requested advice when advice was optimal. Optimal
behavior is represented by a “1” on the y-axis.

support Hypothesis 4b, which provides an interesting insight into participant behavior.
When the environment was very predictable, participants failed to request advice. For
very high cue validity, there was always some probability that the biggest orc was not
the best soldier, especially for smaller size differences. However, participants did not
request advice from experts who were always correct. As our Monte Carlo simulation
of past results suggests, caution must be taken when interpreting Figure 3 because
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Fig. 4. The best-fitting model for predicting the probability that a participant would pick the biggest orc as
a function of experienced expert accuracy when advice was requested and the expert did not recommend the
biggest orc. A “0” on the y-axis represents optimal behavior.

when cue validity was very high and accuracy was very low or when cue validity was
higher and size differences were larger, requesting advice would rarely be optimal.

An LMER analysis supported the interpretation of the figures (Model 4, see Table III).
Participants requested less advice for higher cue validities, z = –2.93, p < .01; larger size
differences, z = –2.95, p < .01; and lower experienced expert accuracies, z = 3.14, p <
.01. The interaction between cue validity and size difference was significant, z = –2.80,
p < .01, reflecting that the effect of size difference was stronger for higher cue validities
(when the environment was more predictable). In addition, the interaction between cue
validity and experienced expert accuracy was significant, z = –2.78, p < .01, reflecting
a decrease in the effect of experienced expert accuracy for higher cue validities. The
effect of cost was not statistically significant (p = .37). Hypothesis 4 received partial
support because underutilization was more likely for less reliable experts (supporting
Hypothesis 4a) and in more predictable environments (supporting Hypothesis 4c);
however, the effect of cost was not significant (failing to support Hypothesis 4b).

The previous results indicate that individuals failed to rely on advice from an opti-
mal decision aid in favor of relying on a suboptimal environmental cue. In addition to
failing to request optimal advice, it would be suboptimal to abandon requested advice
(failing to comply with the expert) to pick the biggest orc when the expert recommends
an orc other than the biggest one, because requesting advice implies a lack of confi-
dence in the environmental cue. Failure to comply with requested advice reflects an
additional type of underutilization. We conducted additional analyses to further test
Hypothesis 4 and to identify the impact of our manipulated variables on whether par-
ticipants complied with requested optional advice. Figure 4 reflects the probability that
a participant would pick the biggest orc when advice was requested and the expert did
not recommend the biggest orc (failure to comply with the expert). Participants were
less likely to comply with the expert, selecting the biggest orc, when the experienced
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Fig. 5. The model fit for the effects of cue validity and size difference on whether the participant selected
the biggest orc after requesting advice and the expert not recommending the biggest orc. The y-axis is plotted
from 0.0 (lower value, greater reliance on the expert) to 1.0 (upper value, higher reliance on environmental
cue). Because it is always suboptimal to request advice and then not use it in the present study, optimal
behavior would be represented as a “0” on the y-axis.

expert accuracy was lower (supporting Hypothesis 4a). Figure 5 illustrates the likeli-
hood that the biggest orc was selected as a function of cue validity and size difference.
Participants were less likely to comply with the expert, picking the biggest orc, in more
predictable environments, when size was a better predictor and when size differences
were larger (supporting Hypothesis 4c).

An LMER analysis was conducted and confirmed the interpretation of Figures 4
and 5 (Model 5, see Table III). Participants picked the biggest orc more often (when
advice was requested but the expert did not recommend the biggest orc) for higher cue
validities, z = 5.04, p < .01; larger size differences, z = 2.10, p = .04; and lower expert
accuracy, z = –7.77, p < .01. A significant interaction between cue validity and size
difference, z = 2.18, p = .03, suggests that the effect of size difference was stronger
for higher cue validities. The effect of cost did not reach statistical significance (p =
.14) despite the model being a better fit with cost as a predictor. Hypothesis 4 was
again partially supported because advice was underutilized when the expert was less
reliable (supporting Hypothesis 4a) and in more predictable environments (supporting
Hypothesis 4c). Although cost was not a statistically significant predictor (failing to
support Hypothesis 4b), the model including cost as a predictor was the best-fitting
model. To better understand suboptimal behavior, it was important to identify factors
that affect the other suboptimal use of the expert—overutilization.

4.3. Overutilization

When the expert was optional, we predicted that participants would be more likely to
request suboptimal advice when the environment was less predictable (low cue validity
and smaller size differences, Hypothesis 2c), when the cost of the advice was higher
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Fig. 6. The best-fitting model for predicting the probability that participants would request advice (when
requesting advice was suboptimal) as a function of cue validity (θ ) and size difference (a), cue validity and
experienced expert accuracy (b), and size difference and cost (c). A “0” on the y-axis represents optimal
behavior.

(Hypothesis 2b), and when expert accuracy was higher (Hypothesis 2a). Overutilization
is requesting advice (relying on the expert) because advice in these analyses is always
suboptimal. Figure 6 shows the effects of cue validity and size difference (a), cue validity
and experienced expert accuracy (b), and cost and size difference (c) on the decision to
request advice when requesting advice was suboptimal (overutilization). Participants
overutilized the expert more often when size differences were small and when size
was less predictive (less predictable environments, supporting Hypothesis 2c), the cost
of the advice was lower (supporting Hypothesis 2b), and when expert accuracy was
higher (supporting Hypothesis 2a). Additionally, what stood out in these figures was
the overall tendency to request advice when doing so was suboptimal, suggesting a
general tendency to rely on automation.
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An LMER analysis was conducted to test Hypothesis 2 and to identify which factors
predicted requesting advice when doing so was suboptimal (Model 6, see Table III).
Participants requested more advice for smaller size differences, z = –6.55, p < .01, and
higher experienced expert accuracy, z = 5.45, p < .01. A significant interaction between
cue validity and size difference, z = –2.80, p < .01, predicts a stronger effect of size
difference for higher cue validities (i.e., more predictive environments). A significant
interaction between size difference and the cost of advice, z = 2.50, p < .02, suggests
that participants requested advice more often for low costs, although only when size
differences were also small. The interaction between cue validity and experienced
expert accuracy failed to reach significance, z = –1.70, p = .09. Neither the main effect
of cue validity nor the main effect of advice cost reached statistical significance (p = .51
and p = .15, respectively). Hypothesis 2 was fully supported. Participants overutilized
advice from more reliable experts (2a), when the cost of advice was lower (2b), and in
less predictable environments (2c).

4.4. Compliance With Required Advice

For participants in the Expert Required condition, Figure 7 illustrates the effects of
cue validity and size difference on the decision to comply with the expert when the ex-
perienced expert accuracy was 33% (a), 67% (b), and 100% (c). Participants agreed with
the expert more often when the environment was less predictable (lower cue validities
and smaller size differences); these effects were weaker for higher experienced expert
accuracy. Therefore, Hypothesis 2 was again supported.

An LMER analyzing the effects on complying with the expert when the expert recom-
mended an orc other than the biggest one was run (Model 7, see Table III). Participants
agreed with the expert less often for higher cue validities, z = –7.54, p < .01; larger
size differences, z = –6.35, p < .01; and lower expert accuracy, z = 10.60, p < .01. The
interaction between cue validity and size difference was significant, z = –4.88, p < .01,
which indicates that the effect of size difference was stronger for higher cue validi-
ties. Additionally, the three-way interaction between cue validity, size difference, and
experienced expert accuracy was significant, z = –2.21, p < .03, which predicts that
the effects of cue validity and size difference were weaker when the experienced expert
accuracy was higher. The best–fitting model did not include the effect of whether advice
was optimal on agreeing with the expert. Thus, the tendency to pick the biggest orc
in more predictive environments or agreeing with a more accurate expert was present
regardless of whether or not it was the optimal decision. These results provide no sup-
port for Hypotheses 2 or 4, as optimality was not a factor and could not be used to
distinguish between over- and underutilization. Therefore, being required to request
advice did not limit players’ willingness to abandon advice, nor did it lead to a failure
to learn the predictability of the environment. However, participants failed to make
optimal decisions.

Because the literature suggested that users comply with advice that was paid for and
did so more for higher costs, we tested for a sunk cost bias in the Expert Required condi-
tion. A sunk cost bias would have been supported if participants in the Expert Required
condition were more likely to comply with the expert (when the expert recommended
an orc that was not the biggest one) when the cost of the advice was higher than when
cost was low. However, the cost of the advice did not significantly predict agreeing with
the expert (p = .71). Participants were not more likely to overutilize received advice
simply because of the cost, and thus a sunk cost effect was not supported.

4.5. Confidence in Advice

Requesting advice when advice was suboptimal would have led to longer experimen-
tal session times. In addition, requesting advice and then failing to comply with the
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Fig. 7. The best-fitting model for predicting the probability that participants in the Expert Required condi-
tion would agree with the expert when the expert recommended an orc other than the biggest orc for a 33%
accurate expert (a), a 67% accurate expert (b), and a 100% accurate expert (c) as a function of cue validity
(θ ) and size difference. A “0” on the y-axis represents optimal behavior.

recommendation of the advisor compounds the error, because there would have been
no reason to wait for the advice if the participants were not going to comply with the
received recommendation. Requesting advice and complying with it, however, does not
alone reflect greater confidence in the advice. Users may comply for any number of rea-
sons despite feeling uncertain about the advice. In an attempt to determine whether
participants were confident in the expert’s advice, the latency from when the advice
was received until the participant selected one of the three orcs was used as an index of
confidence. This measure of confidence assumes that greater confidence in advice would
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Fig. 8. Effects of experienced expert accuracy and size difference on the latency between receiving advice
and making a final selection when the expert did recommend the biggest orc (a) and when the expert did not
recommend the biggest orc (b).

lead to lower delays in making a final decision and longer delays would be associated
with less confidence.

To test Hypotheses 5 and 6 and to identify factors significantly affecting the time
to decide, an LMER analysis was conducted, assuming a log-normal error distribu-
tion (Model 8, see Table III). Participants waited less time when advice was received
from more accurate advisors, t = –4.05; when the expert recommended the biggest orc,
t = –9.74; when the expert recommended the biggest orc and the size differences were
larger, t = –3.55; and when the expert recommended the biggest orc and the cue validity
was higher, t = –4.03. The interaction between size difference and expert accuracy was
significant, t = –3.54, suggesting that the effect of expert accuracy was stronger for
larger size differences. The three-way interaction between size difference, experienced
expert accuracy, and whether the expert recommended the biggest orc approached
significance, t = –2.23, reflecting faster response times when the expert was more ac-
curate, the expert recommended the biggest orc, and the size difference between orcs
was larger. The main effects of size difference and cue validity and the interaction
between experienced expert accuracy and the expert recommending the biggest orc
were not significant (t’s < 2.00). Figure 8 illustrates the effects of size difference and
experienced expert accuracy when the expert did (a) and did not (b) recommend expert
advice. When advice was requested, waiting any amount of time to make a decision
was suboptimal. Because both the environmental cue and the expert’s recommenda-
tion were available after advice was requested and no additional information could be
obtained to accurately predict the best soldier, immediate decisions were optimal. Hy-
potheses 5 and 6 were fully supported. Participants waited longer to decide when the
expert did not pick the biggest orc (supporting Hypothesis 5), when the expert was less
reliable (supporting Hypothesis 6a), and when the environment was less predictable
(supporting Hypothesis 6b).

5. DISCUSSION

Our discussion begins with identifying how the results inform our understanding of
over- and underutilization and whether and how they support our hypotheses. We then
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discuss our recommendations for designers of automated advisor systems based on our
results. Next, we identify the broader impacts of this study. Finally, we discuss the
limitations of this study and our future directions for building on this research while
addressing these limitations.

The first important finding from this study was that participants who were required
to request advice and participants who had an optional expert advisor had similar per-
formance when it came to their achieved accuracy, the total number of trials completed,
and total time spent in the experiment. Therefore, any expected trade-offs between
speed and accuracy failed to show up in the present study. Perhaps participants in
the Expert Optional condition spent longer time trying to decide how to interpret the
freely available environmental cues instead of paying for advice, offsetting any benefits
that they should have received by not having to wait for advice. However, participants
in the Expert Required condition were able to evaluate the environmental cues while
waiting for advice to be received, providing two sources of information simultaneously
on which to base decisions. Unfortunately, further research will be necessary to better
understand the failure to identify any condition differences. Regardless, for both con-
ditions, participants achieved higher accuracy when they had access to more reliable
experts. In the Expert Optional condition, participants achieved higher accuracy when
they requested advice. This is what one would expect and suggests that participants
learned that the better experts resulted in an increase in accuracy and were more will-
ing to request advice from those experts. Next, we discuss the impact of this study on
our understanding of over- and underutilization before discussing recommendations
for designers, broader impacts, limitations, and future directions.

5.1. Overutilization

Participants in our study were more likely to overutilize the expert on early trials when
their knowledge of the task, the predictability of the environment, and the reliability of
the expert were low. However, overutilization decreased over the experiment, reflecting
that participants were able to learn when advice was necessary. These results support
Hypothesis 1 and further support the literature regarding the effect of knowledge on
overutilization [Lee and Dry 2006; van Swol and Sniezek 2005; Yaniv 2004b; Yaniv and
Milyavsky 2007; Sniezek and Buckley 1995]. However, they also reflect users’ abilities
to learn through interacting with advisors when it is best to request advice. Although
it is important to note that users are able to learn to more appropriately use advice,
participants in the present study tended to overutilize advice under certain conditions.

Hypothesis 2 was fully supported by the results. Participants overutilized advice
in less predictable environments (low cue validity and small size differences), which
supports our previous findings [Sutherland et al. 2015]. Overutilization was also more
likely for more accurate experts, which supports the findings in Madhavan and Wieg-
mann [2007]. Participants were unwilling to accept uncertainty, although the conse-
quences for doing so were less severe than the consequences for seeking additional
advice. This likely illustrates users’ desire to minimize uncertainty or a refusal to
turn down available advice [Harvey and Fischer 1997]. If overutilization means that
the user is relying on and complying with a suboptimal advisor simply because it is
present and allows the user to feel more confident [Sniezek and Buckley 1995], despite
any real benefit in performance, then this is abuse [Parasuraman and Riley 1997]. If
an environment is sufficiently predictable, introducing unnecessary advisors creates
negative outcomes for users. This abuse may lead to inadvertent consequences, includ-
ing spending unnecessary time or effort on a task or limiting the user’s ability to learn
about the more predictive environmental cues (cueing) [Yeh and Wickens 2001; Sniezek
and Buckley 1995; Horrey et al. 2006]. Thus, when the system inevitably fails, users
may not be able to make good decisions.
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The impact of less predictable environments was increased when the cost of the
advice was lower. Participants were willing to seek suboptimal advice if the cost was
low. Users may be willing to rely on advice if it is freely available or if they do not
have to spend much time, money, or effort to receive it, enduring unnecessary costs and
leading to suboptimal outcomes.

An additional measure of overutilization is when users comply with advice simply
because they have sunk time, money, or effort into receiving the advice. We did not find
evidence of a sunk cost effect in our study. Effects of cost were factored into decisions
to rely on the expert but not on the decisions to comply with the expert. Although this
was not consistent with other advice studies, previous studies have used money as the
cost [Gino 2008], whereas we use time as our cost. Therefore, future research will need
to identify specific effects of the nature of the cost of advice.

5.2. Underutilization

Although participants overutilized suboptimal advice early on and learned not to do
so over the course of the experiment, participants were just as likely to underutilize
optimal advice over the entire experiment. Thus, Hypothesis 3 failed to find support.
This consistent underutilization of advice may reflect a general tendency to not trust
advice or to place more weight on one’s own decision, much like the literature on ego-
centric trimming [Yaniv 2004a]. This suggests that users approach new tasks where
advice is available with a predisposition to not completely rely on advisors. Therefore, it
may be necessary to require interaction with the advisor early in the learning process
so that users can sufficiently gauge the advisor’s reliability. Although the literature
suggests that received advice may cause a cueing effect where users subsequently fail
to learn the predictive validity of environmental cues [Yeh and Wickens 2001], the
results of the present study suggest that users are able to determine the predictability
of a single environmental cue despite being required to request advice. However, we
attached real consequences (timeouts) to the decisions of the user, and this may have
been sufficient to encourage users to learn about the environment. Therefore, we sug-
gest that designers take into consideration the consequences of decisions in their tasks
and how those consequences may be affecting advice use. There were additional factors
associated with the advisor and the environment that led to greater probabilities of
underutilization.

Participants were more likely to underutilize optimal experts when the environment
was more predictable (higher cue validity and larger size difference) and when the
reliability of the expert was lower. These results support Hypotheses 4c and 4a, re-
spectively; however, Hypothesis 4b was not supported because cost of advice did not
significantly predict underutilization. These results suggest that users fail to see the
value of less accurate advisors especially in predictable environments, regardless of
how much or how little the advice costs. Users appear to be willing to accept the con-
sequences of their own bad decisions, but not the bad decisions of automated advisors,
even when the advice would increase the user’s success and limit exposure to nega-
tive consequences. Bowen and Qiu [1992] found that decision makers purchase less
information when they deem the information they already have to be “good enough.”
We also assessed confidence in the advisor to better understand advice utilization in
general.

To better understand confidence and trust in the expert, we tested the impact of
several factors on the amount of time participants took to make a decision, following
the decision to request advice and the advice being provided. Participants took less time
to make a decision, suggesting greater confidence, when the the expert’s advice was
consistent with the environmental cue, when the expert was more reliable, and when
the environment was more predictable. Thus, users are more likely to be confident in
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their decisions in more predictable environments or when experience suggests that
they can rely on the expert. Unfortunately, the time it takes to decide can lead to
negative consequences, and therefore there is a necessity to train users to determine
more quickly when advisors should be consulted and fast decisions should be reinforced.
Additional research is necessary to better identify the tasks where increasing the speed
of decisions may be appropriate or where increased speed may create more errors or
more costly errors.

5.3. Recommendations for Designers of Automated Advisor Systems

Our findings suggest several design considerations for designers of automated advisor
systems to minimize over- and underutilization of the advisors. First, we recommend
that designers make advice conditional on requesting the advice in settings where this
is possible. By having users receive advice only when the automation feels it appropri-
ate to provide it, users may assume that any periods without having received advice
were intentional rather than because of a failure by the automation (overreliance).
Having participants decide when to receive advice requires that they attend to their
environments and decide when advice is needed, and then only deciding on the ac-
curacy of the advice after the automation provides a recommended course of action.
Because requesting advice inherently requires the user to pay for the advice, even at a
minimal level of the effort required to request advice, there may be concerns regarding
users settling for less accurate decisions to avoid incurring necessary advice costs. Our
results should comfort designers who may be concerned about implementing costs, in
the form of time or effort, for advice. Users who are willing to pay for advice are able
to spend no longer when they are required to wait, and making advice optional does
not have a negative impact on users’ long-term accuracy. Therefore, because we pro-
pose instituting costs as a mechanism for minimizing overutilization, the subsequent
impact on accuracy is negligible.

Second, designers must properly analyze the environment in which automated ad-
visor systems are implemented. Users have a desire to minimize uncertainty and a
tendency to refuse to turn down available advice. By implementing automation in an
environment that is already sufficiently predictable, users may make worse decisions
simply because they believe that they should obtain advice from a provided advisor and
that some weight should be given to that advice. This can be more of an issue if the ad-
visor is deemed reliable. However, there may be some utility in providing less reliable
advisors in certain low-risk environments. With less reliable advisors, users may learn
to more effectively decide when they are willing to rely on the environment and/or the
advisor. For example, if users knew that their GPS was not extremely reliable, they
may be more likely to use it only when they were unable to use the environment to
suggest routes, minimizing overutilization. However, this is most relevant for tasks
where the advice must be requested. If the advice is provided regardless of whether the
users have decided that it is necessary, then they may give some weight to the advice
and be unwilling to completely discount received information.

Third, designers can limit the likelihood that the advisor would be overutilized by
instituting costs for advice, forcing users to decide if incurring the cost outweighs the
benefit of the advice. Because the time cost was factored into decisions to use suboptimal
experts but participants showed no sunk cost bias, time delays should be effective
in preventing users from overutilizing advice with minimal negative consequences.
Requiring that users incur a cost for receiving advice should reduce the likelihood
that users request suboptimal advice without increasing compliance once the advice
has been received. Game designers may provide in-game hints to players or advice
from in-game advisors. Players may rely too heavily on advice (e.g., automatic weapon
targeting), thereby causing them to miss more imminent targets in their environment
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or more important information. By forcing players to pay a cost for the advice (e.g.,
slower weapon charging after requesting a weapon to automatically target), players
may choose to only use the advice in noisy environments (e.g., very poor lighting). For
these types of tasks, where there may be a necessary learning curve, costs may be low
for early interactions but become more expensive over time. However, designers must
be cautious in applying these recommendations for implementing costs. For example,
implementing costs for a GPS could lead to negative consequences. If users must
constantly request advice or interact with their GPS while driving, their attention
would be distracted and could lead to accidents from a failure to pay attention to their
surroundings. For these types of tasks, it may be beneficial to have large upfront costs
(asking a series of preliminary questions to calculate a route), but then have the costs
decrease for later interactions, minimizing later diverted attention.

Fourth, designers may need to implement consequences or costs for incorrect deci-
sions, and we suggest that timeouts may be a sufficient consequence. If a user knows
that there is a consequence for an incorrect decision, then he or she should be moti-
vated to reduce errors. Our findings show that by implementing timeouts for incorrect
decisions, users had a necessary motivation to make better decisions. Ensuring that the
consequences are relevant to the task is also a necessary design consideration. Further
research will be necessary to determine whether having the costs for advice and the
consequences for incorrect decisions on the same scale (e.g., time) affects utilization
decisions.

Finally, designers need to consider the task environment before implementing
automated advisor systems for particular tasks, avoiding abuse of automation
[Parasuraman and Riley 1997]. It is important for designers to consider whether the
task environment is appropriate for making advice optional, increasing the cost for
advice, decreasing the reliability of the system, and implementing penalties for errors,
and how implementing these design changes affects the outcomes of the decisions for
the user or other stakeholders. If a decision must be made immediately, then requiring a
user to wait for advice, no matter how much better the decision accuracy might become,
could have negative consequences. Therefore, opportunity costs must be considered. If
users make an incorrect decision, then having them locked out of further decisions for a
period of time may force them to miss an important deadline for making an additional
decision. Although our suggestions are general and are intended to minimize errors
in automation utilization, we argue that necessary steps must be taken by designers
to understand the tasks being automated, the users interacting with the automation,
and the environment in which those tasks are being completed to determine whether
these changes should be implemented in their design.

5.4. Broader Impacts

The major contribution of the present study is in adding to a broader framework for
understanding advice use, misuse (overutilization), and disuse (underutilization), as
well as the factors that increase or decrease errors. Additionally, we propose several
methodological considerations for studying the interactions between users and advisors
in various environments. First, we propose the tarp technique for sampling stimuli.
Because of the importance of the extreme values in advisor research and the need to
sufficiently sample the entire stimulus space, the tarp technique provides a method for
ensuring that necessary values are sampled. Although it is presented as a method for
sampling in advice studies, it would be a useful technique in any research area where
extreme values are important for a clear understanding of the relationships between
variables.

Second, we suggest that using virtual environments, generally, and digital games,
specifically, allows researchers to gain a better understanding of advice use. In games,
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designers and researchers are able to control and manipulate variables that are not
able to be manipulated in the real world. Additionally, virtual environments allow
scenarios (e.g., a world that has been destroyed) to be experienced that users may rarely,
if ever, experience. Virtual environments allow the predictability of the environment,
the number of predictive cues, the way advice is provided, the costs of advice, and
the consequences of decisions to be manipulated. Finally, virtual environments allow
researchers to have access to data to which they would not otherwise have access,
providing a full picture of when advice is optimal or not and how users navigate
the decision space. However, we also acknowledge the limitation of using games as a
research environment, which we discuss next.

5.5. Limitations and Future Directions

There were several limitations that we feel should be highlighted and discussed. Al-
though we argue that virtual environments and games provide an important method
for studying the interactions between users and advisors, and using these environ-
ments feels like a natural method for studying interactions with artificial advisors,
there are limitations in the ability to broadly generalize from selecting fictitious orcs in
a virtual environment to following the recommendation of a financial expert or warn-
ing systems in automated environments. It will be important to ensure a strong match
between the virtual and real worlds when generalization is critical. It is possible that
the effects that we observed or the effects that we expected to find but failed to observe
(e.g., sunk cost) are products of the game being used rather than representing the
decisions that would be made in other environments. Of course, this is often a concern
when generalizing from laboratory studies to more applied settings. Because we used a
game to study artificial advice, our results would generalize well to providing artificial
advice in digital games. Therefore, the findings are relevant to game designers who
anticipate providing in-game advisors or help to players. For other artificial advisor
systems, games can offer an insight, through a wealth of data and variable control,
that should allow researchers to form testable hypotheses. However, it is necessary to
test those formulated hypotheses in more realistic settings or where the type of advi-
sor is applicable to the task being completed. We are currently working on modifying
the nature of the task and the environment to resemble targeted real-world situations
where users may interact with automation to achieve their goals. In future work, the
advisor we provide will be an unmanned aerial vehicle (UAV) that will search an area
and make recommendations to the user about where to focus human search and rescue
teams. Because many search and rescue environments include dangerous and difficult-
to-navigate terrain, it is important to know where human searchers should focus their
efforts to reduce harm to the search team and potential survivors. Additionally, our
current design should translate well to such a task because there are time costs for
requesting UAVs to search areas, but there are also time penalties for searching areas
where search teams are unlikely to find survivors, increasing the potential for casual-
ties as the search time increases. Therefore, what we learn from the task that users
are asked to perform has more realistic and important consequences in real-world
human-automation interactions.

Our task involved making a prediction about whether an orc would be the best sol-
dier based on a single predictor (size). At one extreme size was a good predictor, and
at the other extreme the best soldier was completely random. In real-world decisions,
we are often faced with multiple cues that combine in several ways (e.g., additive or
multiplicative), which creates greater complexity in determining which choice is the
best. Because of those complexities, there may be an increased desire to rely on and
comply with advice to avoid unnecessary mistakes or the effort required to learn about
the available cues. This study was intended to form the basis of an experience-based
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decision-making approach to automated advice utilization involving real-time costs.
We did not know if we would get systematic data using one cue and 30 to 40 minutes
of play. We were concerned that making the task too complex at the outset would risk
confusing the participants during their limited opportunity to learn the task contin-
gencies (less than an hour). Multiple-cue environments would likely necessitate longer
training. However, now that we have shown that participants can learn to make deci-
sions in a single-cue environment, we intend to extend these findings by increasing the
complexity of the task by increasing the number of cues and varying the relationships
between cues.

Next, we failed to find support for various effects of cost, especially a sunk cost effect
that had been supported in various prior studies in the literature. Previous research
[Gino 2008] used monetary costs, and therefore our results, using time costs, may
not be representative of expected sunk cost biases in advice utilization. When dealing
with artificial advice givers or automated experts, monetary costs may not represent
the true nature of the task. Giving money to automation does not seem like a natural
event, whereas having to wait for the automation to calculate a recommendation seems
to better represent this type of interaction. Our results are specific to tasks where
advice must be requested and would therefore tend to have costs in the form of money,
time, or effort. At the very least, the effort to request advice could be seen as a cost.
Our use of time as a cost for advice was novel and suggests that it may be useful
to implement in environments or for tasks where users tend to overutilize advice,
especially if the consequences of doing so are severe (e.g., overreliance on autopilot).
However, additional research is necessary to further compare time and money as costs
for advice, and any generalizations should be met with caution.

Finally, in the present study, users were placed in a novel virtual environment and
forced to learn through their experience. We did not capture prior video game experi-
ence, and this omission limits our ability to determine if video game experience affected
performance in our study. However, we expect that the impact of prior experience would
likely not have affected performance in the task, as the target orcs and decision space
were not dynamic or moving. We would expect to see prior performance impact navi-
gation time because novice players would have to learn the controls; however, we did
not use navigation time in our analyses because we were only interested in decision
times and the repercussions of those decisions. Prior experience and training should
be considered, but it should be studied in a more controlled manner. In many domains
where automated advisors are provided, there is some training provided to users for
learning when and under what circumstances advice should be used. Although the
present study creates a model for how over- and underutilization change over time and
through repeated interactions, we believe that it is important to further study the
impact of training on how and when users interact with advisors. Going forward, we
plan to present users with different training programs, varying the availability of and
interactions with automation, to determine the effect of training on later patterns of
use, overutilization, and underutilization.

6. CONCLUSION

In the present study, we propose a methodological framework for studying user-advisor
interactions and, using this framework, evaluated the impact of cost of advice and advi-
sor reliability on decisions to request and follow the recommendation of an automated
advisor in environments of varying predictability. The advisor’s reasoning (i.e., the un-
derlying model) was closed to the users, and thus users were required to assess advice
quality on only the advisor’s past performance. Past performance was tracked and dis-
played for the user; however, the predictability of the environment was not tracked.
Although users were naive at the beginning of the experiment and thus tended to
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overutilize suboptimal advice, they generally improved in their decisions to refuse
suboptimal advice. However, a consistent underutilization of optimal advice remained
throughout the experiment, suggesting a general discounting of advice. Users learned
to make more optimal decisions across trials, and this suggests that many of the er-
rors in advice utilization can be minimized through experience by adding variability
to advisor reliability when possible, by implementing costs for advice, or by avoiding
the implementation of automated advisors in environments where user performance
would not be improved by relying on and complying with the advice.
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