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ABSTRACT
There is a growing need to understand how automated de-
cision aids are implemented and relied upon by users. Past
research has focused on factors associated with the user and
automation technology to explain reliance. The purpose of
the present study was determining how the predictability of
the environment affects reliance. In this paper, we present the
results from an experiment using a digital game where par-
ticipants had access to a free environmental cue of varying
predictive validity. Some participants also had access to au-
tomated advice at varying costs. We found that participants
underutilized automated advice in more predictable environ-
ments and when advice was more costly; however, when costs
were low and the environment was less predictable, partici-
pants tended to overutilize automated advice. These findings
provide insights for a more complete model of automation
use, and offer a framework for understanding automation bi-
ases by considering how automation use compares to a model
of optimality.
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Reliance on automation; decision-making; expert advice;
automated decision aids; game as research method.

ACM Classification Keywords
H.1.2. Information Systems: User/Machine Systems—Hu-
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Types of Simulation—Gaming; K.4.3. Computers and Soci-
ety: Organizational Impacts—Automation

INTRODUCTION
Colgan Air Flight 3407 departed Newark, New Jersey on
February 12, 2009 and headed for Buffalo, New York [1].
The pilot failed to respond to low speed cues and the stick
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shaker (a haptic cue that the plane is about to stall) was ini-
tiated. When the stick shaker was initiated, the autopilot dis-
connected and the pilot should have lowered the plane’s nose
and increased the throttle to 100%; however, the pilot pulled
back hard on the control column, lifting the plane’s nose. The
pilot proceeded to respond to the stick shaker in a similar
fashion several times, which resulted in a stall. The plane
subsequently crashed into a home, resulting in 50 fatalities.

The NTSB’s accident report [1] concluded that potential
causes of this crash included overreliance on the autopilot
during training, overreliance on the autopilot when the dis-
play presented low speed cues, and a failure to respond cor-
rectly to the plane’s low speed cues and stick shaker. Al-
though autopilots tend to be reliable automated aids, relying
too heavily on automation when more predictive environmen-
tal cues are available can be detrimental.

The issue of reliance on automation and our contribution ex-
tends far beyond the aircraft industry. Our world is becom-
ing increasingly more automated; automation continues to
be implemented to accomplish many tasks that humans have
performed in the past. When calling computer support an
automated system provides advice on how to fix a problem,
drivers rely on navigation assistance, and even movie or mu-
sic recommendations are determined by algorithms using a
consumer’s own past ratings as predictors. This increase in
automated advisers requires a greater understanding of the
conditions when people should and should not follow a sys-
tem’s advice.

Designers and engineers continue to automate processes in
an attempt to increase productivity, increase efficiency, and
to lessen the cognitive demand of human users. Although
these are important goals, the potential exists that processes
are being unnecessarily automated creating negative impacts
on productivity, efficiency, and human performance. A num-
ber of studies have looked at factors associated with trust
and reliance (see review [10]) but have not considered the
predictability of the environment where automation is imple-
mented.

The lack of focus on the environment, especially with re-
gard to the validity of freely available environmental cues, in-
creases the likelihood that automation may be unnecessarily
implemented and user performance negatively affected. Para-
suraman and Riley refer to the implementation of automation
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without considering its effects to be abuse of automation [17].
Their model of automation use contains three additional lev-
els: use (using automation when you should), misuse (over-
reliance; using automation when you should not), and disuse
(underreliance; failing to use automation when you should).
In their model, the predictability of the environment does not
directly influence reliance on automation. Because misuse
and disuse are dependent on whether using automation was
the correct decision, the predictability of the environment is a
necessary consideration for determining when it is appropri-
ate to rely on automation. The present study was designed to
identify the role of the environment on misuse (overutiliza-
tion) and disuse (underutilization) of automation and whether
requiring costs for using automation can further influence
when these types of errors occur.

This study aims to understand the impact of environmental
predictability (how well cues in the environment can be iden-
tified and used to make correct predictions) on the reliance on
automation, how increasing costs associated with automation
can be used to influence reliance, and how these factors com-
bine to affect overutilization and underutilization. Such un-
derstanding would contribute to a more complete model for
determining where automation should or should not be in-
troduced and designing automation systems that help prevent
errors such as the crash of Colgan Air Flight 3407.

In this paper, we address the study of environmental cues and
costs for receiving automated advice through the use of an
experiment in a game environment, where participants can
request advice in a choice task. This experimental approach
will be detailed after we provide more background on the
topic of automation.

BACKGROUND
For operators to correctly use automated decision aids, they
must trust that the system will provide advice at an acceptable
level of performance. Lee and See [12] proposed a model of
the interaction between trust in and reliance on automation.
In this model, the past performance of an adviser system in-
fluences levels of trust, which in turn influences whether the
system continues to be consulted.

In a review of the factors associated with trust in automa-
tion, Hoff and Bashir [10] found that research in trust and
reliance could be represented in a three-level model. The
first level is dispositional trust and includes factors associ-
ated with the operator (e.g., culture, age, gender, and per-
sonality). The second level is situational trust and includes
factors associated with external variability (e.g., the effort re-
quired to complete a task without automation, workload, risks
and benefits of completing the task, and number of operators
involved in completing the task) or internal variability (e.g.,
self-confidence and expertise). The third level is learned trust
and includes factors associated with initial learned trust (e.g.,
expectations, reputation of the system, and experience with
similar systems) and dynamic learned trust (e.g., reliability,
types of errors, usefulness, and design features). Thus, dispo-
sitional factors are associated with the user, situational factors
are associated with the environment, and learned factors are

associated with the automation technology. Although situ-
ational factors take the environment into consideration, the
predictability of the environment has not been studied. Ad-
ditionally, ease of use in design features associated with the
automation has been considered, but costs associated with re-
questing advice have not been considered.

We argue that the predictability of the environment should
also be considered in models of trust. It is not enough to
trust that automation will be reliable and accurate based on
past performance; operators must trust that the automation
will improve performance beyond what could reasonably be
achieved without automation. In a predictable environment,
automation will not make a difference, as operators can rely
on just the environmental cues.

Underutilization
Decision makers have consistently been shown to fail to use
available, superior actuarial methods for making judgments
and to prefer one’s own clinical judgment (cf. [16] [4] [11]).
Individuals tend to underutilize an optimal decision aid, rea-
soning that on several trials they notice the error the decision
aid has made [8]. However, individuals are more likely to
rely on a similar decision aid over their own decisions when
feedback is provided about the accuracy of the decision aid
and the effect is greater when feedback is provided continu-
ously over trials [7]. Most of the findings on underutilization
focus on dispositional and learned factors, failing to consider
the impact of the environment in the decision process. In this
study, introducing costs is meant to decrease overutilization;
however, costs will likely increase underutilization as indi-
viduals may not be willing to pay for additional assistance. If
individuals can do well enough by relying on freely-available
environmental cues and there are costs associated with using
automation, users would likely not see the advantage of re-
questing automated assistance:

HYPOTHESIS 1. Underutilization will occur when the
cost of advice is higher and when the environment is more
predictable.

Overutilization
Some situational factors increase overutilization of less ac-
curate automated decision aids. Participants tended to agree
with an automated decision aid providing inaccurate advice
despite more accurate information being available [6]. Par-
ticipants overutilized the automation to decrease their own
effort, a result that might increase when the environment is
not predictable.

Often individuals are faced with attempting to identify ob-
jects or targets in their environment, and in more difficult en-
vironments they must rely on automated cueing aids. These
aids may help to identify a particular object but may distract
people’s attention from other available cues. When cued to
the location of a target, individuals tend to overutilize reliable
automated cueing information, resulting in an increase in bias
and thus an increase in false alarms [23]. Cueing also caused
an increased focus on a particular area and led to decreased at-
tention to other more important targets. When the system was

Automation and Interactive Feedback CHI 2015, Crossings, Seoul, Korea

2536



less reliable, participants performed worse than those who re-
ceived no cueing. Thus reliable automation may reduce the
likelihood that individuals would be able to identify and inte-
grate other available environmental cues. We hope to better
identify how the predictability of the environment impacts the
overutilization produced by reliable cueing automation.

Another important contributing factor to overutilization is
when operators fail to monitor the automation for errors per-
haps because the system has performed well in the past. This
overreliance may result in extreme consequences when the
system is monitoring a process with high stakes. We impose
a cost for using automation to determine how costs may be
used to encourage decision makers to better monitor when
requesting advice is advantageous. When participants do not
believe that their performance is good enough and the cost of
receiving automated assistance is low, users will likely seek
out advice even when doing so is suboptimal:

HYPOTHESIS 2. Overutilization will occur when the cost
for advice is lower and when the environment is less pre-
dictable.

Because we introduce cost as a potential option for improving
optimal reliance on automation, cost might have a negative
influence on decisions in the form of a sunk cost effect. We
will require some participants to request automated advice on
every trial to determine whether there were similar concerns
with automated decision aids that had been observed in the
literature on the sunk cost effect within the area of advice uti-
lization, showing that individuals were more willing to follow
advice when it had been paid for and more so when the cost
of the advice was higher [9] [21] [18]. By requiring some
participants to request advice we will also be able to deter-
mine whether cueing [20] [23] affected the ability to learn
the predictability of the environment. Cueing and sunk costs
are additional risks of overutilization related to environmental
predictability and costs that must be considered.

METHODS
The previous research suggests that the accuracy of auto-
mated decision aids should be considered in understanding
the use of automated advice. We argue that environmental
factors and cost for advice should be considered as well. The
goal of this study was to identify the importance of environ-
mental cue diagnosticity and costs associated with using au-
tomation on the level of reliance on an automated decision
aid. We developed a game environment to investigate this
role of environmental predictability and costs in relying on
automation.

Participants
Participants were 71 undergraduate students. Participants re-
ceived credit in their introductory psychology course for their
participation.

Game Environment
Participants played a digital game called Orc Army Recruit-
ment. They were placed in a virtual village, controlling an orc
general as their avatar from a third-person perspective in a 3D
environment. They were told that it was their goal to create

Figure 1. This shows a trio of orcs with sizes of 2.0, 1.0, and 0.5 from
left to right. Additionally, the expert recommendation is reflected in the
form of an arrow. The expert recommends the middle orc. However, if
size is a good predictor, the left orc would have a high probability of be-
ing the best soldier, producing a dilemma for the participant and requir-
ing the participant to rely on their previous interactions to determine
which cue to rely upon.

an army of orcs (fictional characters, see Figure 1) to rebuild
civilization and to ward off attacks from other villages. Every
orc had volunteered to support them; however, participants
were only permitted to recruit one orc per household. Their
goal was to recruit the best soldier from each household. If a
player selected the best soldier, they were permitted to con-
tinue; however, if a player selected an orc other than the best
soldier, they were sent into a timeout zone for 40 seconds and
the game controls were deactivated. The expectation was that
avoiding timeouts would provide a sufficient consequence to
affect player motivation to make correct decisions. Whether
or not the correct orc was selected, the player was always ad-
vised which orc was the best soldier after the decision was
made.

The Arcane FX (AFX) 2.0 special effects add-on
for the Torque Game Engine (TGE, obtained from
www.garagegames.com) was used for the development
of the game environment. AFX runs on the TGE platform
and contains an environment of different terrains, build-
ings, light sources, spells, and orcs. TGE allows for the
modification of all aspects of the game. A sandstorm demo
environment included within AFX was modified for the
present study. TGE’s terrain editor was used to construct
a small village by placing 27 buildings within a small area
(3 rows of 9 equally-spaced buildings). A trio of orcs was
positioned in the center of each building. The game was
divided into three levels in order to present a limited number
of decision points at a given time and to minimize the size
of the environment and time needed to travel within the
village. Upon completing the 27 decision points on Level
1, participants were loaded into an identical village two
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additional times (Levels 2 and 3), allowing for a total of 81
orcs to be selected from 81 trios. While the environment was
identical across levels, new orc trios were created for each
new level. When each trio was created, the size of each orc
varied randomly and which of the three orcs was the best
soldier was then determined in accord with the appropriate
conditions for the experiment. This process ensured that
each position in the trio (left, center, right) was equally likely
to contain the largest orc and equally likely to contain the
correct orc.

The size of the orcs was the freely available environmental
cue that predicted the best soldier (larger orcs had a greater
probability of being the best soldier). The size of each orc
randomly varied from 0.5 to 2.0. Sizes of the orcs were rela-
tive to the size of the participant’s avatar (size = 1.0). The trio
of orcs shown in Figure 1 reflects orc sizes of 2.0, 1.0, and
0.5 from left to right.

The probability of a particular orc being correct was predicted
using a derivation of the multinomial logit [13] [15]:

Probability Orci =
eθ∗SizeOrci∑
eθ∗SizeOrcj

(1)

The predictive validity of the size of the orcs (theta) randomly
varied between participants; thus, some participants were in
environments where size was a poor diagnostic cue (theta
near 0) whereas for other participants size was moderately
or highly diagnostic (e.g., for a theta of 7, even small differ-
ences in size lead to large increases in the likelihood of an orc
being the best soldier). The underlying model used to assign
the probabilities for each of the three orcs being the best sol-
dier is a product of its proportion of the total size of all three
orcs. If two orcs were close in size, they would also have
similar probabilities of being the best soldier, while orcs with
larger size differences would have larger probability differ-
ences. Thus, the predictability of the environment is a condi-
tion of how valid size is as a predictor and the size difference
between the orcs. The correct orc was randomly determined
and based on each orc’s probability of being the best soldier.

To illustrate how the size and theta values were used to deter-
mine which orc was the correct orc, consider three orcs whose
sizes were .75, 1.00, and 1.25 and a theta value of 3.00. The
probability of the first orc being the correct orc can be calcu-
lated as:

Probability Orc1 =
e3.00∗.75

e3.00∗.75 + e3.00∗1.00 + e3.00∗1.25

which is .13. The probability of the second orc being the
correct orc was:

Probability Orc2 =
e3.00∗1.00

e3.00∗.75 + e3.00∗1.00 + e3.00∗1.25

which was .28. And, the probability of the third orc being the
correct orc was:

Probability Orc3 =
e3.00∗1.25

e3.00∗.75 + e3.00∗1.00 + e3.00∗1.25

which was .59. If the sizes of the orcs were 1.00, 1.10, and
1.20, the probabilities of the first, second, and third orcs be-
ing the correct orc would have been .24, .32, and .44, respec-
tively. If a participant had a theta value of .60 and the orc
sizes were 1.00, 1.10, and 1.20, then the probabilities of the
orcs being correct were .31, .33, and .35, respectively. These
results demonstrate the effect of size and predictive validity
on the posterior probabilities of each orc being correct.

In addition to the freely available environmental cue, some
participants had access to automated expert advice that made
a recommendation as to which orc was the best soldier. Par-
ticipants were required to use the keyboard to request the
expert’s advice; the advice was not automatically presented.
When available, each expert had a cost for advice in the form
of the amount of time that the expert required to return a rec-
ommendation. All costs (expert cost and cost for an incor-
rect decision) were in the form of time to ensure real con-
sequences for the decisions being made. Expert cost varied
between subjects but remained the same for the participant
throughout the entire experiment. Upon requesting advice,
the experienced expert accuracy up to the current trial (en-
abling participants to track their history with the expert) was
provided to the participant on the screen along with a re-
minder of the cost for the advice. The accuracy of the expert
was only updated if the participant requested and waited to re-
ceive the advice. When expert advice was requested, advice
was provided after the programmed delay in the form of an
arrow over the orc that the expert recommended (Figure 1).

Experimental Design
Automation implementation may be required (e.g., airport of-
ficials are required to use automation in baggage scanners that
identify potentially dangerous objects) or optional (e.g., nav-
igation devices in automobiles). Three conditions were cre-
ated, one as a manipulation check and two others to test the
effect of the environmental cue when the player was required
to incur the cost of advice and when the player had to de-
cide whether the cost of advice was warranted given the pre-
dictability of the freely available environmental cue. Each
participant was randomly assigned to one of three conditions
(No Expert, Expert Optional, and Expert Required).

No Expert condition
The No Expert condition (N = 23) did not allow participants
to request advice from an expert; the only available cue was
the size of the orcs. The purpose of this condition was to
serve as a manipulation check to ensure that individuals were
able to identify the environmental cue’s ability to predict the
best soldier. If participants were sensitive to the manipulation
of the predictive accuracy of size, given participants in this
condition had no information beyond the freely available en-
vironmental cue on which to base their decisions, they should
have been more likely to select the largest orc when size was
a good predictor and when the size differences between the
orcs was larger.

Expert Optional condition
To identify the impact of environmental predictability on the
reliance on an expert, participants in the Expert Optional con-
dition (N = 26) had the choice of selecting whether or not
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they received automated advice for each trio of orcs. Because
participants were required to learn the predictability of the
environment through experience, the expert optional condi-
tion allowed us to determine how over- and underutilization
change across the task. This was determined by whether par-
ticipants requested advice and whether requesting advice was
optimal.

If requesting advice is optimal and the advice is not requested,
underutilization would be the error in reliance. On the other
hand, overutilization would be the error in reliance if advice
were requested when it was suboptimal to do so. One of the
main contributions of the present study is illustrating how uti-
lization of automation can be compared to a model of opti-
mality.

The optimal decision was determined by comparing the ex-
pected time loss for requesting and following the expert’s rec-
ommendation to the expected time loss for picking the largest
orc. For some decisions, the added benefit of the advice may
not have surpassed the cost of waiting for the advice when
the cost was higher. The expected time loss for using the au-
tomation was determined by the accuracy of the automation
(85%), the penalty for an incorrect decision (40s), and the
cost of the advice. The expected time loss for relying on the
environment was a function of the probability that the biggest
orc was the best soldier and the penalty for an incorrect deci-
sion (40s).

Timeout Expert = (1− .85) ∗ 40 + Cost of Advice (2)

Timeout Environment = (1− Probability) ∗ 40 (3)

We previously illustrated how the probability of the biggest
orc being the best soldier was determined (Equation 1). The
expected timeout using Equation 2 and Equation 3 were com-
pared to determine whether requesting advice was optimal. If
the expected timeout for requesting advice were less than the
expected timeout for relying on the environment, it would be
optimal to request advice. As an example, previously we de-
termined that for orc sizes .75, 1.00, and 1.25 and a theta
value of 3.00, the respective probabilities of being the best
soldier were .13, .28, and .59. If this participant has the op-
tion of requesting advice with a cost of 11s, we can now de-
termine whether requesting advice is optimal. The expected
timeout if advice is requested is (1-.85)*40+11 = 17s. The ex-
pected timeout for relying on the environment and selecting
the biggest orc is (1-.59)*40 = 16.4s. Because the expected
timeout for requesting advice is larger than the expected time-
out by relying on the environment, requesting advice is sub-
optimal. If this decision maker requests advice, they would
be overutilizing the automated aid.

Because participants were able to decide under which condi-
tions they would request advice, they should only have so-
licited advice when they believed it was necessary to inform
their decisions. Although there were situations where aban-
doning the expert’s advice and selecting the largest orc would
be beneficial, advice would only serve to increase one’s con-
fidence if selecting the largest orc was the more optimal de-
cision before and after requesting advice. Thus, requesting

advice and abandoning the advice to make a decision already
predicted by the freely available environmental cue is always
suboptimal in the Expert Optional condition.

Expert Required condition
The Expert Required condition (N = 22) was meant to gauge
whether requiring automation resulted in overutilization (fail-
ing to identify more diagnostic environmental cues) and a
sunk cost effect. Participants were required to request ex-
pert advice before selecting an orc and had to wait until the
expert’s recommendation was made before they were able to
make a selection. Requiring participants to request advice
from the expert prior to making a selection should make them
more likely to agree with the expert despite the predictabil-
ity of the environment (overutilization; cueing). Because the
programmed accuracy of the expert was 85% and because
participants were required to wait the full time for the ex-
pert’s recommendation, participants should have been willing
to simply follow the expert’s advice despite the cost of the ex-
pert. The optimal decision in this condition would always be
based on a comparison of probability of the expert being cor-
rect to the probability that the largest orc was the best soldier
because the cost had already been paid for the expert.

Variables
The following variables were manipulated to better under-
stand the impact on participant accuracy, participants’ abil-
ity to learn the predictability of the environmental cue, and
under-and overutilization of the automated expert. As previ-
ously stated, each participant was randomly assigned to only
one of three conditions (No Expert, Expert Optional, and
Expert Required). All other variables of interest were pro-
grammed to vary randomly. We chose to sample all variables
of interest randomly to better identify the true relationship
between the independent and dependent variables [24] and to
increase the generalizability of the results [3] [5]. All vari-
ables were independently sampled so that no dependencies
existed in variable values. The predictive validity of the size
of the orcs (theta) randomly varied between subjects from
a minimum possible value of 0.00 to a maximum possible
value of 7.00. Theta values were sampled from a log distri-
bution to ensure a larger sample from the 0.00 to 2.00 theta
range, where the impact on the probability of an orc being the
best soldier was most impacted by differences in theta values.
Participants were not advised about the predictive validity of
size; they were required to learn through their experiences.
The size of each orc randomly varied from 0.5 to 2.0. Each
orc’s size was randomly sampled within participants from a
uniform distribution. When an expert was available, the ac-
curacy of the expert was programmed at 85% and the cost of
the expert varied between subjects from 0 seconds (free) to
15 seconds and was sampled from a uniform distribution.

Procedure
After signing the informed consent and receiving instructions,
participants were free to navigate their avatar through the vil-
lage to complete the decisions in any order. When their avatar
approached a trio of orcs, a click on an orc indicated their se-
lection of one of the three orcs to join their army. After se-
lection, immediate feedback was provided regarding whether
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Dependent Variable Independent Variable Regression
Weight

Std. Error z (t) value

1. Select biggest orc Cue Validity 1.84 0.28 6.52
Size Difference 0.37 0.06 6.69
Trial 0.01 0.01 2.17
Cue Validity:Size Difference 0.50 0.10 5.23
Cue Validity:Trial 0.03 0.01 2.42

2. Participant Accuracy Condition, No Expert vs. Expert Optimal -1.25 0.17 -7.60
3. Request Advice Advice Optimal vs. Not Optimal 0.66 0.16 4.09

Advice Optimal:Trial 0.02 0.01 3.01
4. Request Optimal Advice Cue Validity -2.89 1.14 -2.53

Size Difference -0.31 0.10 -3.02
5. Pick Biggest EdnPB Cue Validity 2.06 0.84 2.45

Size Difference 0.49 0.25 2.00
Cue Validity:Size Difference 1.09 0.55 1.97

6. Request Subptimal Advice Cue Validity -6.52 1.74 -3.75
Size Difference -0.48 0.19 -2.55
Cue Validity:Size Difference -1.56 0.68 -2.28

7. Expert Req/Agree w Expert Cue Validity -0.93 0.41 -2.31
Size Difference -0.32 0.11 -2.86
Cue Validity:Size Difference -0.40 0.18 -2.24

Table 1. Significant Effects and Weights for Analyses, all p’s < .05. Note. This table contains the regression weights, standard error, and z-scores (t-
scores) for all significant effects found in the best fitting models for all LMER analyses. Other variables may have been retained in the model; however,
only the significant effects are reflected in this table. EdnPB = Requested advice and the expert did not recommend the biggest orc. For these models,
the log of cue validity and size difference were first calculated and then trial, cost, the log of cue validity, and the log of size difference were centered by
subtracting the mean from each value.

the orc they selected was the best soldier or, if it was not,
which orc was the best soldier and the trio was removed from
the village to avoid having the participants repeat decision
points. If the participant selected the best soldier, the soldier
saluted the participant and the participant was permitted to
continue. If the participant did not select the best soldier, the
orc that was selected and the other incorrect orc waved good-
bye to the participant; the correct orc saluted the participant
whether or not it was the orc selected so that the participant
received complete feedback regarding their decision.

If the best soldier was not selected, the participant’s avatar
was captured by the enemy and held for a 40s timeout pe-
riod. During the timeout, the participant’s avatar was tele-
ported into a timeout zone. While in the timeout zone, the
keyboard was locked and participants were required to wait
40s until they were teleported from the timeout zone back to
the village to the most recent decision point. Upon complet-
ing the 81st decision point, the participant was teleported to
a final victory zone and a congratulatory message was dis-
played on the screen.

RESULTS
For the purposes of analyzing the results of the present study,
linear mixed effects (LMER) analyses were conducted using
the lme4 library of the R statistics package [19] because we
had both between-subjects and within-subjects variables. For
all graphs of our models, we explicitly suppressed regions
in which there were no data collected to avoid extrapolating
errors.

In all models, the intercept was allowed to vary across partici-
pants because of obvious individual differences in overall ac-

curacy. Because all dependent variables had two levels (e.g.,
correct vs. incorrect or did request advice vs. did not request
advice), the analyses specified that the error distribution was
binomial with a logit link function. Because of the binomial
nature of the dependent measures, our reported z-scores rep-
resent Wald’s z for logistic regression. For all analyses, the
best model was determined by comparing the Akaike Infor-
mation Criterion (AIC) [2]. AIC values add penalties to mod-
els for each predictor added, requiring the unique contribu-
tion of the predictor to be large enough to offset the penalty.
We ran all possible configurations of fixed and random ef-
fects predictors and only the model with the lowest AIC value
was maintained. Table 1 contains the significant regression
weights for centered predictors for the best fitting models.

Manipulation Check
The first analysis was conducted to determine whether partic-
ipants were sensitive to the manipulation of the environmen-
tal cue (theta) validity. If participants were sensitive to this
manipulation, they should have been more likely to select the
largest orc for higher cue validities and larger size differences
in the No Expert condition. Because no other environmental
cue predicted the best soldier, selecting the biggest orc when
cue validity was any value above 0 was the optimal decision.

The best fitting LMER model used cue validity, size differ-
ence, trial, the two-way interaction between cue validity and
size difference, and the two-way interaction between cue va-
lidity and trial as fixed effects to predict the participant select-
ing the biggest orc, while allowing the effect of trial and the
intercept to vary randomly across subjects. As shown in Ta-
ble 1 (Analysis 1), the results suggest that participants were
sensitive to the manipulation because cue validity, size differ-
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ence, trial, and the interaction between cue validity and size
difference, predicted the participant selecting the biggest orc.
The interaction between cue validity and trial was also sig-
nificant. Participants were able to utilize size difference as a
cue to making the correct prediction and did so more when
size was a better predictor of the correct orc (i.e., when their
assigned theta was higher) and as the experiment progressed.

Participant Accuracy
The next analysis determined whether participant accuracy
differed among the three expert availability conditions. An
increase in accuracy when advice was requested would sug-
gest that the automation was reliable and improved perfor-
mance. Overall, participants in the Expert Required and Ex-
pert Optional conditions had higher accuracy than partici-
pants in the No Expert condition, 81%, 77%, and 51%, re-
spectively, with all three producing above chance accuracy
(ps < .05). The Expert Required condition did not signifi-
cantly differ from the Expert Optional condition, z = 1.31, p
= .19; but, as shown in Table 1 (Analysis 2), the No Expert
condition was significantly lower than the Expert Optional
condition. A second model examined differences in accuracy
within the Expert Optional condition depending on whether
advice was requested. When advice was requested, partic-
ipants achieved higher accuracy (M = 84%) than when no
advice was requested (M = 64%), χ2(2) = 4.35, p = .04.

These results suggest that relying on the automated advice
improved accuracy and that the expert could be trusted to im-
prove performance under the right conditions. The remaining
analyses were used to explore the factors that best predicted
participant under- and overutilization.

Underutilization of the Expert
All analyses addressing underutilization involve only the Ex-
pert Optional condition because we operationally defined un-
derutilization as not seeking advice when it was optimal to
do so. Table 1 (Analysis 3) reports one of the more promising
results showing that participants were more likely to request
advice when the advice was optimal than when advice was
suboptimal and this happened more as the experiment pro-
gressed (suggesting underutilization decreased) reflected by a
significant trial by optimal advice interaction. However, trial
was not a significant predictor when advice was not optimal,
suggesting overutilization remained stable (p = .79).

The retained model from a LMER analysis (Table 1, Anal-
ysis 4) suggests participants were less likely to request ad-
vice for higher cue validities, and larger size differences. The
effect of cost (showing a lower likelihood of requesting ad-
vice for higher costs), approached but did not reach statistical
significance, z = -1.79, p = .07. Figure 2 illustrates the ef-
fects of cue validity and size difference on requesting advice
(when requesting advice was optimal). In this figure request-
ing advice is always optimal thus any value other than “1” on
the y-axis represents underutilization. These results support
Hypothesis 1; participants underutilized the automation when
the environment was more predictive and the cost of advice
was higher.

Figure 2. This graph illustrates the model fit for the effects of cue va-
lidity and size difference on whether the participant requested advice
when doing so was optimal. A “1” on the y-axis reflects optimal decision
making. Anything below “1” reflects underutilization of the automated
aid.

Figure 3. This graph illustrates the model fit for the effects of cue validity
and size difference on whether the participant selected the biggest orc af-
ter requesting advice and the expert not recommending the biggest orc.
A “0” on the y-axis reflects optimal decision making. Anything above
“0” reflects underutilization of the automated aid because deciding that
the environment is not sufficiently predictive and that paying for advice
is necessary, individuals should not then use the freely available environ-
mental cue.

Although individuals may request advice when it was not op-
timal to do so (overutilization), if a participants has decided
it was necessary to request advice, it would be suboptimal for
them to not subsequently follow the expert’s recommendation
(underutilization). Figure 3 illustrates the tendency for partic-
ipants to have requested advice and subsequently not use the
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advice, when the expert’s recommendation was an orc other
than the biggest orc, when the environment was more pre-
dictable (higher cue validity and larger size difference). Op-
timal behavior would reflect values of “0” because it would
never be optimal to decide that costly advice was needed but
then abandon the received recommendation in favor of select-
ing based on the information already freely available.

The best fitting LMER model (Table 1, Analysis 5) found
that participants picked the biggest orc (when advice was re-
quested and the expert recommended an orc other than the
biggest one) for higher cue validities and larger size differ-
ences. Additionally, the two-way interaction between cue va-
lidity and size was significant, reflecting that the effect of size
difference was stronger for higher cue validities. The effect
of cost was not significant (p = .58). Participants underuti-
lized the expert more often when the environment was pre-
dictable, but not for more costly advice. Because the advice
was already paid for, the lack of a cost effect is not surpris-
ing. The decision to pay for advice would already have been
made prior to requesting advice, thus no sunk cost effect was
observed in this condition.

Underutilization, however, is only one circumstance of sub-
optimal use of the expert. In order to fully understand under
what circumstance individuals tend to use experts subopti-
mally, it is important to identify factors that effect overuti-
lization of the expert.

Overutilization of the Expert
In order to address whether participants overutilized the ex-
pert, several analyses were conducted. The first analysis in-
volves the Expert Optional condition. Figure 4 illustrates the
effects of cue validity and size difference on requesting ad-
vice (when requesting advice was suboptimal). In this figure
requesting advice is always suboptimal thus any value other
than “0” on the y-axis represents overutilization. The best
fitting model evaluating factors affecting the participants’ de-
cision to request advice when requesting advice was subopti-
mal allowed cue validity, size difference, the two-way inter-
action between cue validity and size difference, and cost to
vary between subjects. As the results in Table 1 (Analysis 6)
report, participants requested less advice for higher cue va-
lidities and larger size differences. The two-way interaction
between cue validity and size difference was also significant,
reflecting that the effect of size difference was stronger for
larger cue validities. The effect of cost trended towards sig-
nificant, but failed to reach statistical significance (z = -1.91,
p < .06). The trend of cost was in the direction of requesting
less advice for higher costs. These results support Hypothe-
sis 2 because participants were more likely to request advice
when doing so was suboptimal in less predictable environ-
ments and when the advice came at lower costs.

For the Expert Required condition (Table 1, Analysis 7), par-
ticipants were less likely to agree with the expert when the
expert recommended an orc other than the biggest one when
cue validity was high and the size difference was large. The
effect of size difference was again stronger for higher cue va-
lidities. Although this would suggest that having access to
automation does not necessarily create overutilization in the

Figure 4. This graph illustrates the model fit for the effects of cue validity
and size difference on whether the participant requested advice when
doing so was suboptimal. A “0” on the y-axis reflects optimal decision
making. Anything above “0” reflects overutilization of the automated
aid.

form of a failure to identify more predictive environmental
cues, an additional model including whether following the
advice was optimal (the probability the expert was correct
minus the probability the biggest orc was correct) was not
a better fit. This finding suggests that the tendency for par-
ticipants to pick the biggest orc existed even when it was not
optimal to abandon the automated advice (underutilization of
the expert).

We were concerned that participants would be more likely to
agree with the expert when the cost of the advice was larger,
supporting a sunk cost effect. Because the cost was required
to be paid, cost should not have been a factor in the decision to
follow the advice. A LMER analysis failed to reach statistical
significance for the effect of cost on whether the participant
agreed with the expert (p = .83). This finding suggests that
individuals are willing to abandon costly advice in order to
increase the accuracy of their decisions, again failing to sup-
port the sunk cost effect observed in the human expert advice
literature.

DISCUSSION
The first major contribution of the present study is to add
to the framework for interpreting automation use by under-
standing the role of environmental predictability in identify-
ing when automation should be used. If individuals tend to
overutilize automated decision aids in environments where
performance would be improved by ignoring the aid, au-
tomating processes may introduce errors. The impact of envi-
ronmental predictability on underutilization and overutiliza-
tion will be further discussed in this section.

The second major contribution of this study is in offering
a design solution to overreliance. When implementing au-
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tomation, adding a cost for automated assistance can decrease
overreliance. When the cost is low or free, individuals have
no reason to refuse to seek advice beyond a lack of trust or
unwillingness to exert effort. Introducing costs creates trade-
offs that will likely affect biases. Minimizing biases results
in better decisions about when it is appropriate to rely on au-
tomation. However, when introducing automation, it is im-
portant to ensure the costs are not so great that operators fail
to interact with the automation at all. It will be important to
further study how costs might affect optimal automation use.

The third major contribution to the HCI community is of-
fering a framework for understanding automation biases by
considering how automation use compares to a model of op-
timality. One of the key aspects of this study that allows us
to understand optimality is the use of virtual environments.
Researchers can program the variables and have access to all
variable values thus the optimal model is known and serves
as a comparison model. In our game, we used orcs and an au-
tomated expert. This study serves as a starting point. Further
research should consider different types of automated tasks
to validate these results in virtual environments and other set-
tings.

Underutilization
The results of this study suggest that underutilization of the
expert decreased over the course of the experiment. Par-
ticipants had access to an expert whose accuracy was pro-
grammed to be 85%. Having an expert with such a high ac-
curacy may make the decision to rely on the expert always
appear beneficial. This is a similar concern with most reliable
automated decision aids; we believe the current study helps to
further understand those situations when reliable automation
is not used optimally.

Participants tended to underutilize the expert (i.e., failing to
request or follow advice when the advice was optimal) when
the cost of advice was higher and when the environment was
more predictable. Although more predictable environments
and higher cost advice decrease the utility of requesting ad-
vice, individuals appear too easily to abandon the use of a
decision aid that would increase the optimality of their deci-
sions. This finding reflects the tendency to discount expert
advice, in favor of one’s own ability to make optimal deci-
sions and supports the literature reflecting the failure of indi-
viduals to use available decision aids [16]. Underutilization
is more than merely not requesting advice in an environment
where doing so would produce better outcomes; individuals
even tend to underutilize expert advice that has already been
provided.

Participants often picked the biggest orc when they requested
advice and the expert recommended an orc other than the
biggest one. If the environment was not predictable enough
to make the decision to pick the biggest orc initially and the
decision was to request advice, choosing not to follow the
advice is always suboptimal. Additionally, participants who
were required to request advice also chose the biggest orc
when the expert recommended a smaller orc in more predic-
tive environments even when the advice was optimal. The
literature provides a number of examples of this tendency to

egocentrically trim or give less weight to both human experts
[22] and automated experts [14].

Overutilization
The results further suggest a stable tendency to request advice
when doing so was suboptimal. Although less predictable en-
vironments decrease the likelihood that requesting advice is
suboptimal, participants chose to request advice when doing
so was suboptimal in environments that were less predictable.
When there is a high cost for advice, the advantage of re-
questing advice is diminished and outcomes associated with
less predictable environments may be optimal. However, par-
ticipants failed to effectively determine when the predictabil-
ity of the environment was low enough to warrant paying for
costly advice. There were likely few situations where request-
ing advice would be suboptimal because the programmed ex-
pert accuracy was 85%. Future research should focus on the
combined influence of environmental cue validity, automated
advice accuracy, and costs associated with accessing and im-
plementing advice.

CONCLUSION
Overall, participants overutilized costly experts when their
long-term performance would have faired better by relying
on free, less predictive environmental cues. Participants also
tended to underutilize more accurate expert advice, avoid-
ing costs, in favor of environmental cues assumed to be good
enough. Although there were both a consistent overutilization
and underutilization of the expert, participants appeared to be
sensitive to learning the predictability of their environment
over the course of the experiment, despite the availability of
a reliably accurate expert, and were able to integrate environ-
mental cues and factors associated with the automated expert
to make more normative decisions.

The implications of this study are that people have a natural
tendency to overutilize and underutilize decision aids. The pi-
lot of Colgan Air Flight 3407 is not the only person who has
done so. This work provides a framework for understanding
when automation biases occur and how to identify that they
have occurred. It also offers a possible design solution by
considering costs. In addition, the fact that people can learn
environmental cues and use them appropriately for decision-
making, suggests that interventions are needed to help min-
imize overutilization and underutilization, and maximize the
use of predictive environmental cues. As people will need to
learn how to do this, the proper interventions would concern
training environments. Game environments such as used in
this study would be excellent tools for training.

As for the use of game environments, this study highlights
the effectiveness of these tools as a method to study the use
of systems that require an interaction with people in an exper-
imental manner. Future research should be directed toward
the validity of such an approach. Although much of our daily
interactions nowadays take place in digital environments, par-
ticipants may still respond differently in game environments.
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